
1. ATM Basics 
 

 

 ?ATM ? 

 
 

 
Broadand ISDN 
ATM technology has been adopted by the International Telecommunication 
Union Telecommunication Standardisation Sector (ITU-T) to support its 
Broadband ISDN service (B-ISDN). 
B-ISDN was originally defined as a carrier-based technology with fixed (high) 
bandwidth channels. Considering the lack of availability of H channels today in 
ISDN, imagine a further 10 varieties of H channel and the prospect of trying to 
get one across national boundaries. 
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B-ISDN and N-ISDN 
B-ISDN supports multiple bearer channels on a single physical access link like 
Narrowband ISDN (N-ISDN). 
Unlike N-ISDN the bandwidth of these channels can be selected on an as-required 
basis. 
B-ISDN supports far more channels than N-ISDN, potentially 2 24 at the user-to-network 
link (16777216 simultaneous channels). This number of channels is 
not currently supported, but provides an indication of ATM's commitment to 
future proofing. 
 
Signalling  
Signalling in a B-ISDN/ATM service is carried in-band (on a dedicated channel) 
as opposed to standard ISDN, which carries signalling on a separate data 
channel. 
 

 

ATM Technology 
Legacy Networking 
Existing data networks are not suited to the sheer volume of data generated by 
video and graphics applications, nor can they easily carry video or audio data 
streams. On the other hand, networks provisioned for video and audio services 
are not suited to the transmission of data and computer images. Also, the cost 
of leasing WAN bandwidth from operators has always constrained network 
designers to ensure that the maximum possible use is made of the bandwidth, 
whereas in the LAN, bandwidth can be seen as essentially 'free'. Therefore, the 
designer can feel free to run as few or as many services over the circuits as 
suits the individual circumstances. 
 
Combining Technologies 
Circuit and packet-switching technologies have been available for many years. 
Each has its strengths and weaknesses. What ATM seeks to do is to exploit 
those strengths whilst eliminating the weaknesses. The circuit switch's 
connection-orientation is used in combination with the routing capabilities of 
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packet switching. This is done by breaking the data into small fixed-length 
packets known as 'cells', and statistically multiplexing these cells onto high-speed 
bearer circuits. Connections reserve bandwidth in forward or reverse 
directions, or both, in order to guarantee capacity. Therefore, there should be 
sufficient bandwidth in an ATM system to cater for the sum of the demands. 
Transmission control is by access limitation, imposed through a connection 
algorithm. 

 

 
The ATM Cell 
 
Fixed Size  
The concept of the fixed-size cell comes from work done in Australia during the 
development of Distributed Queue Dual Bus (DQDB) (IEEE 802.6) which is a 
Metropolitan Area Network (MAN) standard. In DQDB the unit of traffic is the 
slot, which is 53 octets in length and a very close approximation to AAL3/4 (this 
term will be formally introduced later). The size is usually regarded as a 
compromise between transmission efficiency for data (efficiency equals the 
ratio of total bits to overhead bits) and delay requirements for voice and video 
traffic. 
 
In the USA, echo cancellation is deployed as default (unlike Europe) and 
slightly larger delays due to a larger cell size were not considered as important 
as transmission efficiency. Echo is the degrading effect that occurs where there 
is 2 to 4-wire conversion. The effect is to reflect part of the signal back to the 
sender. When this reflection occurs approximately 30 ms (or later) after 
sending, it becomes noticeable and intrusive. Echo cancellation is a process 
that removes the reflection, often by mixing a small inverted signal into the 
signal returning to the sender to cancel the reflection. 
 
The size of the ATM cell was chosen to allow operators to transmit over 
relatively long distances - round trips of 1000 km - whilst avoiding the need for 
expensive echo cancellers. 
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Transport 
The bearer circuit between source and destination may pass through a number 
of ATM routers or switches. The cell content is not read by the switch and thus 
may contain any data. 
 
The header contains the information required to enable the switch to correctly 
route a received cell 'on the fly' to its output port and so onward through the 
system. ATM interfaces are available for a wide range of speeds, although 
initially data rates of 155 Mbit/s and 622 Mbit/s were allocated. 
Now interfaces are standardised as low as E1 (2.048 Mbit/s) and as high as 2.4 
Gbit/s and more, up to 10Gbit/s. 
 

 
 

ATM Connections 
ATM can be said to operate much the same as the standard telephony 
switching system, where calls are set up on an end-to-end basis before 
information is exchanged. Circuits in ATM can be operated on either a 
permanent or switched basis as required. 
 
The signalling or management systems reserve a virtual channel consisting of 
an appropriate amount of bandwidth from a path with a much higher bandwidth. 
In a permanent connection, that bandwidth is permanently allocated, whereas 
in a switched connection, the bandwidth is allocated on set-up by the signalling 
system, and subsequently released after the call is completed and cleared 
down by the signalling system. 
 
PVC/SVC  
These terms will be examined in detail as the course unfolds but a definition 
early on may prove useful. 
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Permanent Virtual Connection (PVC): A connection established by 
management processes, to which experienced technicians may refer as 
'nailed up'. The connection will remain in place until it is cleared by a 
management process. 
Switched Virtual Connection (SVC): A connection established by the signalling 
system. A better term would be 'signalled virtual connection'. 
 
 
 
Virtual Path/Virtual Channel 
Two other useful terms are virtual path and virtual channel. The concept of 
virtual path is an old one. It is nothing more than the multiplexing of several 
traffic streams onto a single media. What is new in ATM is that each of these 
virtual paths is further multiplexed into a number of channels, which we call 
virtual channels. All traffic is carried at the virtual channel level. This means that 
the channel connects two end-point applications. 
The advantage of two levels of multiplexing is not immediately obvious; we 
need more information to discover why the concept is so useful. We will return 
to this matter later. 
 

 

Circuits 
When a circuit is set up through an ATM system, all cells related to the data 
stream - which of course may emanate from a computer, video or voice source 
- travel the same route throughout the session, unlike packet switching, where 
packets are routed dynamically at each node. 
 
Therefore cells always arrive in sequence, which simplifies the processing. The 
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ATM switch merely has to consult a lookup table to relate the virtual channel 
number of the incoming cell to an output route. 

 

ATM Switching 
An ATM switch is essentially a simple hardware device with a lookup table and 
an output queue for each port. 
The incoming cell contains a connection identifier which relates the cell to a 
particular incoming connection. The switch looks up the connection identifier in 
the lookup table and routes the cell to the appropriate output cell queue where 
it is allocated a connection identifier for the onward connection. In a later 
chapter we will define exactly what this connection identifier is. 
Queues are required, as it is possible that cells from a number of different input 
connections may arrive at the switch at the same time and be routed to the 
same output port. Therefore some method of dealing with the potential 
congestion is necessary. 
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ATM Multiplexing 
ATM was designed to be able to handle voice, data and video information. The 
nature of each of these is different. The digitisation of voice is based on 
sampling the analogue signal at 8000 Hz and converting each sample into an 
8-bit word, thus producing a data speed of 64000 bit/s (or 64 kbit/s). This data 
is time-sensitive and synchronous. As the bit rate does not change - either on a 
single channel or on a number of multiplexed channels - it is referred to as 
Constant Bit Rate (CBR). Other traffic varies in speed; compressed video or 
data, for example, is bursty by nature and requires a high bandwidth, but only 
for a short period of time. This type of traffic is Variable Bit Rate (VBR). 
 
ATM has devised a method of mixing both types and, at the same time, 
allocating a certain amount of traffic priority through the use of an ATM 
adaptation layer (AAL). This method is called ATM multiplexing. AAL is 
responsible for segmenting and reassembling the information at the sending 
and receiving ends. 
 
Traffic whose bit rate is not known or specified may also be transmitted. In this 
case, transmission is on a 'best effort' basis, that is, the network tries to provide 
an end-to-end service but with no guarantees. This is Unspecified Bit Rate 
(UBR). 
 

 
 

Summary of Features 
The short fixed cell ensures that the switching time is kept very low. 
This reduces end-to-end latency and makes delays, which are critical in voice 
transmission, predictable. 
Cells cannot arrive out of sequence, and this reduces processing time. 
The advantages of circuit and packet switching in combination are evident, 
where low call set-up time, low processing delays and adequate bandwidth are 
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combined with the ability to route data through both public and private ATM 
networks. 

 
2. ATM's Services Aspects Work Groups 
The Systems Application Architecture (SAA) classification is another way of 
categorising the work of the ATM Forum. This classification displays the major 
work areas of the technical work groups. The largest of the work groups is the 
AMS (Audio-Visual Multimedia) which includes all of the cable TV operators. 
 
Work Groups The titles of the work groups are: 

• AMS 
• LAN Emulation (LANE) 
• Multiprotocol over ATM (MPOA) 
• Traffic Management 
• Private Network-to-Node Interface (P-NNI) 
• Physical Layer 
• Signalling 
• Broadband ISDN Inter-Carrier Interface (B-ICI) 
• Network Management 
• Testing 
• Frame User Network Interface (FUNI) 
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Published Recommendations 
UNI  
One of the most useful documents to come out of the study of ATM is that 
which relates to the interface between a user and an ATM switch. This interface 
is known as the user-network interface (UNI). UNI is an improvement over 
other interfaces, for which all the necessary information is not available in one 
document. The well-known V.24 interface in fact requires four documents to 
enable its implementation. These documents variously describe the interface 
connector, the pin connections, the functions and the voltage levels to be 
carried. 
In sharp contrast, the UNI document defines all aspects of the interface 
including the optical, electrical, physical, organisation, administration, 
management, signalling and data structures. This comprehensiveness enables 
true multi-vendor systems to be implemented. 
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B-ISDN  
The ITU-T, having adopted ATM as the technology for providing Broadband 
ISDN, has created its set of international ATM standards under the 'I' series 
(ISDN). A selection of the more important documents is listed opposite. This list 
is growing continuously due to the release of annex documentation to add 
further detail as necessary. 
Signalling, as always in ITU-T, is defined in the 'Q' series. The principal 
signalling specification relating to the UNI is Q.2931. Signalling at the NNI is 
covered by a large collection of specifications that relate to the re-use of an 
existing wide area signalling mechanism known as signalling system number 7 
(SS#7). 
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3. ATM Protocol Layers 
Physical Layer  
Though the physical layer is not strictly part of ATM, the ATM 
recommendations define aspects of that layer that are essential for ATM use. 
ATM 'sees' the physical layer as two sub-layers: 

• Physical Medium Dependent (PMD) 
Details of this sub-layer will be defined in the appropriate physical layer 
recommendation. 
• Transmission Convergence (TC) 
This sub-layer is defined in the ATM recommendations, and is responsible for 
the way that ATM cells feed into and out of the underlying structure. 
This layer is also responsible for performing error checks on the cell headers. 

 
ATM Layer  
The ATM Layer itself defines how ATM works. At this level, the cell structure is 
specified, and virtual circuits - how they are made and broken - are defined. 
Adaptation Layer 
The adaptation layer defines how real data is transmitted - how it is chopped up 
into chunks which then fit into the ATM cell. 
At this level, the Classes of Service are defined. These are the various types of 
information that the ITU-T stipulates for transmission over ATM. 
Signalling  
Signalling is a function of layer three and is transported over the UNI within an 
ATM cell stream. 
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3.1 ATM's Physical Layer 
The physical layer is at the lowest level of the ATM stack. It takes the full cells 
from the mid-layer and transmits them over the physical medium. The ITU-T 
originally defined only two speeds which should be supported by ATM: 155.52 
Mbit/s and 622.08 Mbit/s. However, over time a number of additional speeds 
and interfaces have evolved, going as low as E1 and as high as the Gbit/s 
range. 
 
The physical layer itself is subdivided into two sub-layers: the Transmission 
Convergence (TC) sub layer and the Physical Medium Dependent (PMD) sub 
layer. These two sublayers work together to ensure that the optical or copper 
interfaces receive and transmit the cells efficiently, with the appropriate timing 
structure in place. 
 
ATM, being an international transmission technology, has to be able to work 
with a variety of formats, speeds, transmission media and distances that may 
vary from country to country. The standardisation of the physical layer 
interfaces enabled just such connectivity. Single-mode fibre, multi-mode fibre, 
coaxial pairs, and shielded and unshielded twisted pairs are all standardised for 
use in the ATM environment. 
 
The Transmission Convergence sub layer takes care of Header Error Check 
(HEC) generation and verification, cell scrambling and descrambling, cell 
delineation and decoupling. The HEC is a one-byte field in the ATM cell 
header, which protects the header from errors. 
 
The Physical Medium Dependent sub layer covers bit timing, line coding, the 
physical connectors and signal characteristics. 
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ATM Interface References 
The diagram is crucially important, it defines the location of all reference interfaces in ATM 
networks. 
Private UNI The private user-to-network interface is the interface between an end-user and 
a private ATM switch. 
Public UNI This is the interface between an end-user and a public ATM switch. Note that in 
this definition the public network regards a private network as an 'end-user' and 
the private network is the 'user end' of the UNI. 
Public NNI The public network-to-network interface is the province of the ITU. The most 
noticeable problem here is the lack of clear definition of a signalling standard 
between public carrier switches. 
The UNI defines all the interface characteristics (physical, electrical, optical, 
and management and data structures) between a host and the first ATM switch 
in a system. 
P-NNI This describes the procedures and protocols to be used between private 
switches. The signalling mechanism here is a derivative of UNI signalling and 
therefore P-NNI does not suffer the standards shortfall experienced in the 
public NNI. 
The NNI specifies how switches are to be connected together. Included here 
are some elements of inter-switch signalling, which are necessary for ATM 
switches to be able to find routes through large complex systems. 
B-ICI The Broadband Inter-Carrier Interface (B-ICI), as its name suggests, is an 
interface between two carrier networks. The recommendations provide a 
framework for the definition of service hand-over from carrier to carrier. An 
example here may be how SMDS traffic carried over an ATM network from one 
carrier to another is ultimately delivered to a distant SMDS network. Similar 
consideration can be given to the hand-over of Frame Relay traffic. 
AINI The ATM Inter-Network Interface (AINI) is a work-in-progress document 
developed with the aim of defining the interface between autonomous systems. 
The word ‘autonomous’ here refers to networks that utilise other networks but 
do not wish to know the details of the other networks' implementation. The B-ICI 
could be considered an example of an AINI. There is a great deal of work 
still to be done on the AINI definition. 

 13



 
 
 
Supported Physical Interfaces 

• E1 2.048 Mbit/s, T1 1.544 Mbit/s 
• E3 34 Mbit/s, DS3 45 Mbit/s 
• UTP-25 25 Mbit/s 
• STS-1 51.84 Mbit/s 
• TAXI 100 Mbit/s 
• UTP- 5 155.52 Mbit/s 
• STM-1, OC3 155.52 Mbit/s 
• STM-4, OC12 622.08 Mbit/s 
• STM-16, OC48 2.488 Gbit/s 
• STM-64, OC192 10 Gbit/s - work in progress 
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3.2 ATM Layer 
The ATM layer describes ATM fundamentals such as cell structure and the use 
of virtual paths and channels. 
Cells filled at this layer are passed to the lower physical layer for transmission. 
ATM Layer Services 
The ATM layer provides for the transfer of the Service Data Units (SDUs) over 
the UNI or NNI. 
 
An ATM Service Data Unit (SDU) is 53 octets long. The structure of this cell 
depends on whether it has to pass between an end system and an ATM switch, 
or between switches. 
 
Connections are set up through ATM using predefined virtual circuits to 
establish the end-to-end connections. The quality of the service provided to the 
end-user is specified in a traffic contract between the network and the user. 
This traffic contract itself will specify a number of items including the bandwidth 
to be occupied in the forward and reverse directions, the specific ATM 
adaptation layer to be used for data, the quality of service (QoS) required and 
other traffic parameters. 
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3.3 UNI Cell Header 
The payload of an ATM cell is always 48 bytes, whether UNI or NNI is being 
used. There are small differences between the UNI and NNI cell headers. The UNI 
contains a Generic Flow Control field (GFC) which is as yet undefined, and is 
therefore not used. User-Network Interface Cell Format: 
 

• Generic Flow Control (GFC) 
• Virtual Path Identifier (VPI) 
• Virtual Channel Identifier (VCI) 
• Payload Type Identifier (PTI) 
• Cell Loss Priority (CLP) 
• Header Error Check (HEC) 
 

 

3.4 NNI Cell Header 
The ATM Forum NNI cell header drops the four-bit GFC field, allowing a larger 
range of Virtual Paths to be supported. 

• Virtual Path Identifier (VPI) 
• Virtual Channel Identifier (VCI) 
• Payload Type Identifier (PTI) 
• Cell Loss Priority (CLP) 
• Header Error Check (HEC) 

An end-to-end connection in ATM is sometimes known as a Virtual Channel 
Connection (VCC), and consists of the Virtual Path and Virtual Channel 
numbers: 
VCC = VPI + VCI 
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4. Generic Flow Control 
The GFC field was added at the insistence of Bellcore in 1988 when it was 
originally thought that multiple ATM devices could be dropped on a single UNI. 
However, it is unlikely that this function will ever be implemented. Two modes 
of operation have been discussed, uncontrolled and controlled access. 
For equipment using uncontrolled access, the GFC field is not used and the 
bits are always set to 0000 binary for transmitted cells. 
For equipment using controlled access, the actual definition of the field is not 
yet agreed. 
There is, however, a definition for the use of the GFC field. If a device receives 
10 non-zero GFC fields within 30000, plus or minus 10000, cells received, it 
considers the other ATM device to be using controlled access and notifies its 
layer management function. 
 

• Locally significant only (at UNI) 
Any value will be overwritten by the switch 

• Two modes of operation: 
Controlled mode 
Uncontrolled mode 

• Currently only uncontrolled mode is defined 
Uncontrolled GFC = 0000 

 

4.1 Virtual Path Identifier (VPI) 
ATM is a connection-orientated protocol which needs to use the end-station 
addresses only once, at the time of call set-up. Thereafter, the ATM address is 
not required, as the system only needs to attach to the cell a reminder of which 
conversation - voice, data or video - a cells belongs to. This reminder, in the 
form of the VPI/VCI combination, is used by the look-up table in each ATM 
switch, through which the cells travel, to ensure accurate cell-switching 
between input port and output port. The end-station ATM addresses mentioned 
are covered in a later chapter. 
 
The VPI has 8 bits available at the UNI and 12 at the NNI, giving either 256 or 
4096 simultaneous VPs, over which data will travel in virtual channels (VCs). 
It is normal in private ATM implementations to use a single virtual path (VPI=0), 
whereas operators make extensive use of VPIs to simplify the switching of 
large numbers on VCs which travel within a path. 
 
Virtual Paths  
The values for the VPI and the VCI are unique to a specific link between two 
ATM sites. The values may change when routing through a switch, but this 
presents no problems since the switch will handle the cross-connection of a 
VPI/VCI combination on one link to a VPI/VCI combination on the next link. 
But why both VPI and VCI, and not just a larger range of VCIs? The virtual path 
concept originated with concerns over the cost of controlling B-ISDN networks. 
 
The idea was to group together a number of connections sharing a common 
path through the network into identifiable units (paths). 
Network management actions could then be applied to the smaller groups of 
connections instead of the larger number of individual connections. For 
example, a customer may take an ATM service from a carrier to connect many 
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users' computer systems to a central site host computer. In the event of a 
disaster the recovery would consist of redirecting the virtual path to the disaster 
recovery site, rather than redirecting every individual channel. 
 

 

4.2 Virtual Channel Identifier (VCI) 
Each cell which originates from an ATM host and which is destined for a remote 
ATM host must be identified throughout the system. The cell therefore carries a 
unique VCI number in the header. This number is either assigned to it by the 
network manager in the case of a permanent end-to-end connection (a PVC), 
or is chosen by the ATM switch at the time of call set-up by selecting from an 
unassigned pool of VCIs, in the case of a switched connection (an SVC). 
The VCI is unique to both port and path - a VCI of 100 on the output of a switch 
does not have to support the same parameters as a VCI of 100 on the input of 
the same port. Virtual channels may be unidirectional, unlike telephony circuits, 
where calls are always set up as bi-directional. To establish a bi-directional call 
the call set-up will need to specify whether bandwidth is required in the reverse 
direction. 
Virtual circuit identifiers may be remapped when transmitted through a switch; 
this is a standard function. If this is the case, the HEC is recalculated each time. 
The size of the VCI field - two bytes - allows for a total of 65535 VCIs. 
 
Virtual channels 
The physical link carrying ATM cells can be visualised as being subdivided into 
smaller pathways, each containing multiple smaller pathways. This way 
envisaging virtual circuits may be helpful in understanding how operators apply 
the concept of the VPI to enable bundles of circuits to be easily managed. 
The VPI can be thought of as a small multi-core cable within a larger cable, 
each of the cores being a VCI. A pipe can carry many such VPIs and, if a 
bearer failure requires the re-routing of VPIs, this can be carried out much more 
easily at the VPI level than the VCI level. At the VPI level it is only necessary to 
issue a command to re-route one VPI from source to destination, and all the 
VCIs travelling within that VPI are automatically switched as well. This 
minimises the load on control mechanisms. 
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4.3 Virtual Paths 
By creating a permanent virtual path through a network, multiple channels may 
be associated with that path at one end. These channels will be switched 
through the network over the path without having to be individually switched at 
each intermediate ATM switch. 
 
The virtual path technique saves both time and resources within those 
switches. 
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4.4 Reserved Virtual Connections 
The first 32 VCIs (decimal 0 to 31) are reserved for specific functions and, 
therefore, the first VCI which is user-assignable is VCI 32. The ITU-T uses the 
first 16, and the ATM Forum has been allocated the second group of 16. 
 
Technically speaking, only certain values of VCI are reserved on particular 
VPIs. However, by popular usage carriers have adopted the convention that 
VCI values 0 through 31 are reserved for all values of VPI. Given the large 
range of values available, this is not seen as a problem and it simplifies 
implementation. 
 
Recently the combination VP 0 VC 32 was reserved for Multi Protocol Label 
Switching (MPLS) control traffic. This reserved channel will only be used by 
switches that have MPLS software installed. This differs from the reserved 
channels (VCIs 0 to 31) in that 0 to 31 are permanently reserved, regardless of 
what software is installed on the switch. 
 
The following VPI/VCI combinations have been reserved: 
 
VPI = 0  VCI = 0 to 15 ITU-T 
VPI = 0  VCI = 16 to 31 ATM Forum 
VPI = ALL  VCI = 1 to 5 
 
In practice, carriers regard VCIs 0 to 31 as reserved for all VPIs. 
 

5. Payload Type Identifier (PTI) 
Cell control uses the three-bit PTI and the one-bit cell loss priority. The PTI 
defines the information which is carried in the cell. User data and network 
management cells are differentiated. Bit 2 of the three-bit field can be used to 
indicate congestion in data traffic, although this is not yet fully defined. Bit 1 is 
used to indicate the final cell in a stream of cells which have been filled with 
higher-level packet traffic. This is used in assisting the switch to manage output 
cell queue congestion. 
 
Remember that there is no flow control in ATM, so cells will continue to arrive at 
a switch even if the switch cannot handle the consequent congestion. If a cell 
queue is congested to the point where it becomes necessary to begin to 
discard cells, it is better to discard cells from specific channels rather than 
randomly. To this end, if a group of cells from one specific VCI is marked in 
such a way that the switch knows where the start and end of that cell group is, 
then the switch can discard all the cells from the group in order to reduce 
congestion. 
 
The alternative is to discard random cells from multiple cell streams. This will 
inevitably lead to increased congestion when the receiving end reassembles 
the data cells into the higher level packets, checks them and discovers that 
data is missing. Retransmission will then be requested from all the channels 
which detect missing data, which will lead to further congestion when the 
repeats arrive at the switch. 
 
 
PTI MSB (bit 3) 
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The most significant bit of the PTI field indicates whether the cell is a 
management cell (bit = 1), or a user/signalling cell. If the cell is a management 
cell then the coding of the next two bits is as follows. If bits 2 and 3 are 1, then 
this is a reserved code. If those same bits are 10, this is a resource 
management cell. The two remaining codes indicate that the cell is part of an 
F5 OAM cell flow. If the coding is 00, this is F5 OAM on a segment-by-segment 
basis. If the coding is 01 the flow is F5 OAM end-to-end. 
 
PTI (bit 2)  
This bit is a congestion identifier and we will address this on a separate slide. 
 
PTI (bit 1)  
This bit has many titles: Service Data Unit (SDU) bit, SDU-type bit, The Bit 
(older documentation). Its use is to identify the end or last cell in a higher-layer 
(Protocol Data Unit) PDU when the ATM adaptation layer 5 is used. Remember 
this bit for later, as the course contains a section on AALs. If this bit is 1 then 
this cell is the last cell. 
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6. Congestion Control 
Congestion occurs in an ATM network when a resource has been overbooked, 
when a network failure has been encountered, or when cells fail to conform to 
the traffic contract. Under normal circumstances, congestion should not occur 
because a Connection Admission Control (CAC) algorithm will not allow it. 
 
Explicit Forward Congestion Indicator (EFCI) is a congestion notification 
mechanism which the end-user uses to improve the utility of the connection. A 
cell transiting an area of congestion may set the EFCI bit of the PTI to indicate 
to the destination that there is a problem somewhere between source and 
destination. It is then up to the end device to implement a protocol in order to 
lower the cell rate of the connection during congestion or pending congestion. 
Although EFCI is widely implemented, the time between emitting a cell and the 
time at which the source is notified (round trip time) of this congestion may be 
quite long. 
 
Round Trip Time 
Consider an extreme case: if the round trip time (RTT) is 0.5 seconds and the 
interface rate at the source is 40Mbit/s, then 20 million bits will be sent before 
congestion is notified to the source. 
 
Early Packet Discard (EPD) 
EPD is a procedure that can help in cases of congestion. If the connection is 
established for an end station that uses the type 5 adaptation (AAL5), then 
there is a bit in the header that indicates the last cell in a 'set' of cells belonging 
to a higher layer PDU. There are two possible techniques: in the event that a 
cell is dropped, drop the rest up to the cell marked as the last (let that pass), or 
drop an entire packet from the cell immediately after the last marked (end) cell, 
up to and including the next marked cell. The first technique is sometimes 
referred to as Intelligent Tail Packet Discard and the second is called Early 
Packet Discard. 
 
Buffers  
The techniques described above both operate at the buffer level in the switch. If 
a cell is lost in a congested condition (say output buffer has reached a high-water 
mark) we can switch into the Intelligent Tail Packet Discard or Early 
Packet Discard mechanisms and discard the cells from the buffers. Usually the 
switch contains a 'back pressure' mechanism so that the cells are discarded at 
the egress interface to the switch. The processes indicated here operate at the 
connection level. 
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7. Cell Loss Priority (CLP) 
This single-bit field can be regarded as the key to internal ATM traffic 
management. The bit can be set by the end-station ATM equipment but reset 
by ATM switches. This may occur when the bearer circuits fail, or if the end-station 
ATM equipment transmits at a higher rate than that specified in the 
traffic contract. 
 
If the Cell Loss Priority (CLP) bit is set, the network is allowed to discard that 
cell in the event of there being insufficient bandwidth for the cell to transmit it 
and all other cells which are requesting bandwidth. The purpose of the bit is to 
identify cells that should be discarded before cells that do not have the bit set. 
Under normal conditions the reservation of bandwidth should obviate the need 
to discard cells, but it may be that a user will choose CLP = 1 to take advantage 
of lower tariffs for traffic. Traffic with CLP = 0 will normally be tariffed at a higher 
rate. 
 
CLP Operation 
If a cell arrives at a switch at a higher data rate than that agreed in the traffic 
contract, the switch has the right to change the CLP bit setting to indicate that 
the cell may be discarded. It is not appropriate for traffic to pass at data rates 
higher than those contracted, as the end-station ATM equipment is then 
enjoying the use of bandwidth which has not been paid for. 
The traffic policing policy which decides whether cells are forwarded at a lower 
priority or are discarded. 
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8. Header Error Check (HEC) 
The payload in ATM carries no error detection or correction mechanism, relying 
instead on low error-rate bearer circuits, receiving end software, or the 
receiving end not noticing that cells have been lost. This latter condition only 
applies in real-time voice or video traffic connections, where a small proportion 
of cells may go astray without being noticed. 
 
The Header Error Check (HEC) is there to protect the entire header, including 
the HEC itself. It is capable of single bit detection and correction, as well as 
multiple bit detection but not multiple bit correction. If a cell is forwarded without 
the correction taking place, not only would the correct destination not receive its 
cell but another destination may receive it instead (a misinserted cell), with 
unpredictable results. 
 
The ATM source calculates the HEC based on all five bytes including itself. The 
receiver at the other end of the link has two modes of operation, detection 
mode and correction mode. Correction mode support is optional. 
When errors occur, they are typically characterised by either single-bit errors or 
relatively large bursts of errors: 

• In the event of a single-bit error, it will be corrected. The mode of operation 
will then switch to detection. If the next HEC is correct, the mode of 
operation goes back to correction. 

• In the event of a burst of errors, the first cell affected will be discarded. The 
next and subsequent cells may or may not be discarded, depending on the 
length of the burst. Whether errors occur singly or in bursts will be 
dependent on the physical media used. 

 
Recall from the chapter on ATM’s physical layer that the HEC is used for cell 
delineation. 
 

 
 

 

 24



9. Virtual Paths and Channels 
Inside a node we can choose to base switching decisions on the VPI/VCI 
values as a pair (VC Switching) or use the VPI value alone (VP Crossconnect). 
In the case of VP Crossconnect, the switch can switch a group of channels (all 
those with the same VPI) to the same destination. This can be a simplification 
in terms of resource management and can be faster. 
For the greatest functionality, the switch uses the combined VPI/VCI pair. In 
this case, individual channels can be 'routed'. 
 
 

 
The terms that we meet here are Virtual Channel Link (VCL), which is the 
single hop across a piece of cable interface-to-interface, and Virtual Channel 
Connection (VCC), which is the end-to-end concatenation of a series of VC 
Links. Remember that VPI and VCI values are of local significance only and are 
liable to change at each switching point. 
 
Corresponding terms apply to a switched path (Virtual Path Link and Virtual 
Path Connection). 
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10. The Switch Map 
A switch map is found at each interface (the name for this structure varies 
between manufacturers). The tables are stored in the MIB structures and the 
manner of implementation is entirely vendor-specific. 
 
This map contains the mapping between incoming VPI/VCI values and the 
'new' values for the next leg of the journey. Also, we find an indication of the 
output port from this switch. This is all the information needed to condition the 
fabric to take the cell from input buffer to the output buffer. 
 
The values in the switch map are entered either by a manual process in the 
case of Permanent Virtual Connections, or developed dynamically by the 
signalling mechanism. 
 
The manner in which the output interface is indicated varies with the fabric 
architecture. In the case of shared memory with delta fabric information for 
each of the intermediate switching elements, it is represented by a queue in 
shared memory associated with the output port. 
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11. The Adaptation Layer 
The ATM adaptation layer is the highest layer in ATM. It is used to adapt traffic 
into an ATM format. In other words, the AAL maps application data into the 
ATM 48-byte cell payloads. The AAL function is performed at the edges of an 
ATM connection, and not within the network. 
There are several different AALs which have been defined by the ITU-T and the 
ATM Forum. 
The layer itself is further divided into two sublayers: 

• The Convergence sub layer (CS) 
• The Segmentation and Reassembly sub layer (SAR) 

 
Adaptation Function 
It would not be possible to use only one standard adaptation layer in ATM for all 
types of data because voice, video and data have entirely different 
characteristics. These characteristics vary between synchronous and 
asynchronous, constant and variable bit rate, real time and non-real time. 
In addition there is the need to be able to adapt ATM to carry traffic which is not 
connection-oriented in its original form, for example, LAN traffic emanating from 
a connectionless source. ATM is also designed to be able to handle Frame 
Relay data, which is packet-switched and connection-orientated. 
ATM must also be able to accommodate the differing requirements of timing 
associations and data priorities, and allocate different qualities of service to the 
traffic. 
 
Quality Of Service (QoS) 
Quality of service is a major issue in information transfer. 
Dividing data into four separate classes and allocating each its own QoS 
parameters simplifies the setting up of calls, as each type of data can then be 
automatically allocated its appropriate QoS. 
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12. QoS Service Categories 
QoS relates to the needs of the user for the particular application. A number of 
categories have been defined. Voice services, for example, require a minimal 
end-to-end delay to minimise the need for echo cancellers. Video applications 
cannot tolerate any data loss that will result in image degradation. Data 
services are more tolerant of delays and variations in delays. See the glossary 
at the end of this text for complete definitions of the various categories. 
CBR  
CBR has been defined to support constant bit rate connection-oriented traffic 
where end-to-end synchronisation is required. This is otherwise known as ITU-T 
Class A performance requirements. This service should meet the current 
requirements for performance comparable to today’s digital private line 
services such as E1. 
VBR-RT 
VBR-RT has been defined to support variable bit rate connection-oriented 
traffic where end-to-end synchronisation is required. This is otherwise known 
as Class B performance requirements. This service is intended for packetised 
video and voice applications, such as video conferencing systems. 
VBR-NRT  
VBR-NRT is for types of traffic which are predictable, yet do not require a timing 
relationship to be maintained end-to-end. This service can be used for 
interconnecting LANs. 
ABR  
The ABR service is designed for economical support of applications with vague 
requirements for throughputs and delays. 
Although ABR is mentioned here, it is not specified in either UNI 3.0 or 3.1. 
ABR is covered under the latest UNI, which is V4.0. This has been ratified and 
many ATM switch manufacturers are already offering ABR support. 
UBR  
UBR operates on a 'best effort' basis, with no reservation of bandwidth. 
Signalling used to set up and clear down calls is normally transmitted as UBR, 
as is Local Area Network Emulation (LANE) traffic. 
GFR  
GFR is a new service category which is still being defined. It is intended to 
provide a mechanism that will deliver frames (as cells). If one cell is lost they 
are all lost. What is guaranteed is a frame rate rather than a cell rate. It is 
included here in order to provide a complete overview. 
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12.1 ATM Traffic Classes 
The ITU-T I.362 standard provides the functional descriptions for the AALs. 
Traffic classes are based on the following parameters: 

• Whether a timing relationship is required between source and destination 
• Whether the traffic is CBR or VBR 
• Whether the traffic is connection-oriented or connectionless 

Class A: defines traditional synchronous data, such as that containing E1 voice 
circuits or uncompressed broadcast video. 
Class B: covers compressed video which requires a timing relationship. 
Class C: defines bursty data such as Frame Relay, X.25 or large file transfer. 
Class D: includes broadcast data such as SAP messages in NetWare or an 
ARP packet in TCP/IP. 
There is also a Class X which covers UBR where traffic type and timing 
requirements are defined by the user. 
Reference may be found, in ANSI documentation, to Class Y. In the ITU and 
ATM Forum documentation this is known as ABR. 
The four main classes map onto the AALs directly as shown here. AAL5 is the 
ATM Forum's response to the ITU-T's excessively complex AAL 3/4. AAL5 is 
sometimes known as SEAL (Simple and Efficient Adaptation Layer). 
 

 

12.2 General Principles of Adaptation 
Although the use of a Convergence Sublayer (CS) is specified for the AAL, not 
every type of data requires it. Class A data (that is synchronous voice or 
uncompressed video) does not, for example, need the CS. Higher-layer data 
traffic must be manipulated through the CS in order to ensure that end-to-end 
transmission can be undertaken on a packet basis without loss of session. 
 
In addition, each ATM cell must be filled with data. If the source produces less 
than 48 bytes, or if the volume of data is not divisible by an integer number of 
48 bytes, then padding must be added. The Convergence Sublayer adds its 
own header and trailer before segmentation and reassembly. 
 
In the diagram opposite note that the headers added are within the AAL. The 
actual 5-byte ATM cell header is not added until the ATM layer. 
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12.3 Usage of the Adaptation Layer 
As the AAL is used to adapt traffic to an ATM format, it is needed at the entry 
point to the ATM network. Once the traffic is adapted to the ATM cell format it 
travels across the network in ATM cells, which are switched in the ATM layer of 
switches along the path of the ATM connection. Once the cells reach their 
destination there is a need to reassemble the traffic back into the format of the 
original application. The AAL is thus also used at the exit point of the ATM 
network. 
From the diagram opposite and the above description it would seem that there 
is no need for an AAL function in core ATM switches. All switches, however, 
require an AAL function. For example, signalling traffic needs to be interpreted 
by all switches. To interpret incoming signalling traffic, the ATM switch needs 
firstly to reassemble the signalling traffic. This requires an AAL function. 
The switch knows that traffic coming in from a given connection is signalling 
traffic, as a special reserved VPI/VCI value is used. Similarly, all ATM switches 
need to interpret operation and maintenance traffic and management traffic. 
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12.4 AAL 1 
Class A data (E1, DS1, and data from other voice circuits) is by its very nature 
synchronous. A function of the AAL associated with Class A data, AAL1, is to 
ensure that there is timing integrity between the sending and the receiving end. 
Another function is to carry out clock recovery at the destination. The AAL also 
provides a mechanism to detect lost cells, and inserts a dummy into the cell 
stream to ensure that the timing information is not lost. 
 
AAL1 Operation 
To format Class A data into cells, the data stream at the defined operating 
speed is simply chopped up into 47-byte chunks. These chunks are known as 
Service Data Units (SDUs). Each 47-byte SDU is preceded by a one-byte 
header, resulting in a 48-byte payload. 
 

 
 
A one-byte header added to each 47-byte SDU comprises two parts, the 
Sequence Number (SN) field and the Sequence Number Protection (SNP) 
field. 
 
The SN field is then split into two parts: the Convergence Sublayer Indication 
bit (CSI) which is normally set to 0, and three bits for the Sequence Number. 
This cycles through from 0 to 7 and back to 0 again, and is suitable for 
identifying missing or misinserted cells. 
 
To ensure the integrity of the SN field, it is protected by the SNP field, which is 
a three-bit CRC check with an additional even-parity bit. 
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12.5 AAL 2 
AAL2 defines the transport of VBR traffic that is timing-sensitive, such as VBR 
audio and video. AAL2 is new and the data which would be supported by it was 
traditionally transmitted in AAL5 instead. 
 
A problem with the utilisation of AAL 5 however is the lack of delay parameters. 
By contrast AAL2 is inherently designed for the support of VBR traffic, for which 
timely delivery is an issue. 
 
A feature of AAL2 is the ability to accept several streams of traffic and multiplex 
them together. The manner of multiplexing is to accept samples and to append 
a small header to each sample. The primary function here is to add a channel 
number to identify the higher-layer stream. 
 
Once so labelled, blocks are then transferred to the ATM cell payloads. Part of 
this transfer is to add yet another header. The principal use of this header is to 
identify the start of a flow after a short period of inactivity (one of the streams 
may show a blank screen for a couple of seconds and the stream may produce 
no output). 

 
AAL2 is important as it will be used in the third generation mobile telephony 
standard, Universal Mobile Telecommunications System (UMTS). The format 
of the AAL 2 headers are shown in more detail opposite. 
 
Initial AAL 2 header 
Key fields of the initial packet header are the Channel Identifier (CID), the 
Length Indicator (LI), and the User-to-User Indication (UUI) fields. These are 
defined below. 
 
CID Field The channel identifier field identifies the individual user channels within the 
AAL2, and allows up to 248 individual users within each AAL2 structure. The 
CID field is actually 8 bits, thus allowing a theoretical maximum of 255 
individual users. However, several CID values are reserved for management 
functions and future functions, hence the figure of 248 users. 
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LI Field The length identifier identifies the length of the packet payload associated with 
each individual user, and assures conveyance of the variable payload. 
The value of the LI is one less than the packet payload and has a default value 
of 45 octets, or may be set to 64 octets. 
UUI Field One current use for the User-to-user field is to negotiate a larger Maximum 
Transfer Unit (MTU) size for IP. This function was originated from third 
generation mobile telephony standard, Universal Mobile Telephony Standard 
(UMTS) development. AAL2 is important as it will be fundamental to this UMTS 
standard. Carrying IP traffic is perceived as a major application in UMTS. 
 
Secondary AAL 2 header 
The Offset Field identifies the location of the start of the next packet within the 
flow. For robustness the Start Field is protected from errors by the Parity bit (P) 
and data integrity is protected by the Sequence Number (SN). 
 

 
 

12.6 AAL 3/4 
When work began on the definition of adaptation processes it was felt that 
different adaptations would be required for connectionless and connection-oriented 
data. However after six months work the two workgroups discovered 
that they had produced near-identical processes. The two work groups 
subsequently joined forces to produce the single adaptation known as AAL 3/4. 
 
You will be shown in the next few pages the differences between AAL 3/4 and 
AAL 5 which is another, simpler data adaptation that has found greater favour 
due to its lower overheads. 
 
A complete packet of data, for example an IP or IPX packet up to 64 kbit, is 
taken and encapsulated within a convergence sub layer. 
 
Padding of 0 to 3 octets is added to ensure a 32-bit alignment to simplify 
processing. 
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The SAR sub layer then adds a header and trailer to make up the 48-byte PDU, 
which then has a 5-byte ATM header added by the ATM layer to make the 53-byte 
cell. 
 
By comparison with AAL5 this adaptation has a further 4 octets of overhead per 
cell. It effectively reduces the efficiency of AAL3/4 (in comparison with AAL5) 
by 4/48, that is to 8.3%. 
 
AAL 3/4 Frames 
The general structure of the convergence sub layer and SAR layers is as 
shown in the diagram. The sub-structures are examined in the following 
diagrams. 
 
As can be seen, AAL 3/4 has a relatively high overhead. In this case, 4 octets 
are consumed by the header and trailer fields. After subtracting this overhead, 
the payload has been reduced to 44 octets. 
 
Although originally designed to carry all manner of traditional data traffic, AAL 
3/4 was seen as overly complex to implement and also as inefficient due to its 
high overheads. Consequently, most data traffic is carried in AAL 5. The 
primary role of AAL 3/4 today is in transporting an SMDS service. SMDS is 
essentially a niche application, and it is believed that SMDS will migrate to the 
more efficient AAL 5. It is likely that AAL 3/4 will die out in time. 
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12.7 AAL 3/4 CS & SAR fields 
 
AAL3/4 CS 
Type  Indicates the units used by the BA and Length fields. 
BTag/Etag  These two 'tags' are a numerical value (the same value), which help to ensure 

that it is a single CS unit that has been received and not a damaged CS unit 
created by joining together parts of two CS units. 

BA Size  Length of the user information subfield of the CS payload. 
Pad  Padding added to ensure that the total length of the CS is divisible by 4 (32 

bits).This is an engineering consideration to simplify processing by 32-bit 
processors. 

Length  Length of the user information subfield. Other fields and subfields are reserved 
for future definition. 

 
AAL 3/4 SAR 
Segment Type Indicates whether a cell is the first (at the beginning) of a message 

(BOM), a continuation of a message (COM), or the last (at the 
end) in a message (EOM). 
There is also the possibility of a message that fits in one cell, 
called a single-segment message. 

Sequence   Indicates the position in a convergence PDU of a SAR PDU. 
MID  This is multiplexing ID field. This can be used to allow the 

multiplexing of several traffic streams into a single connection. All 
the cells on a connection will of course have the same VPI and 
VCI values. This extra field is required toidentify a particular end 
point. This feature is of greatest utility if the connectionis point-to-
multipoint. 

Len  This is the length of the actual data in the last cell of a message. 
The last cell of a message may not be completely full; we do add 
padding but only to align on a 32-bit boundary at the CS. 

CRC   A 10-bit Cyclic Redundancy Check computed over the SAR PDU. 
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12.8 AAL5 (SEAL) 
AAL5 has significantly lower overheads than AAL 3/4 and is, therefore, very 
widely adopted. In practice, since AAL 2 is not yet widely used and AAL 3/4 is 
seen as overly complex and cumbersome, only AAL1 and AAL5 are widely 
used. AAL1 is used for CBR traffic and AAL5 for all others: VBR, UBR and 
ABR. 
 
AAL5 Frame Format 
Rather than the multiple convergence sublayers of AAL3/4, AAL5 simply takes 
the network layer packet and adds a single trailer. 
The PAD field is there to pad out the complete PDU so that it can be divided 
into an integer number of 48-byte segments for loading into the cells. 
 

 

 
 
(Hint: IP packet can be of max 65535 bytes) 
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AAL5 Trailer 
The AAL 5 8-byte trailer consists of: 

• Two 1-byte fields which are unused 
• A 2-byte length field which indicates the length of the data, not including 

the trailer and pad 
• A 4-byte CRC 

 

 

AAL5 Transmission 
With AAL5 there is no obvious method of working out which cell represents the 
end of one PDU and which the start of the next PDU. To achieve this, the PTI 
field in the header is used. Bit 1 is set to 1 when the last cell representing the 
PDU is assembled, and all other cells have the bit set to 0. When the receiver 
sees the PTI field with bit 1 set to 1, it assumes that the next cell with the same 
VPI/VCI number will be the first cell of a new PDU. 
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13. Signalling Functions in ATM 
If connections are to be set up on demand, a form of signalling is essential. 
Connections set up in this way are referred to as switched virtual circuits 
(SVCs). Furthermore, it is necessary to adopt a signalling system which is 
internationally accepted together with an addressing scheme which operates 
on a global basis. 
 
The ITU-T standard for signalling in ATM public networks is known as Q.2931. 
The ATM Forum derived two separate standards from this for private networks, 
known as V3.0 and V3.1. V3.0 was based on the draft version of Q.2931 which 
was initially called Q.93b, and was itself based on the ISDN specification 
Q.931. 
 
Unfortunately, in the transition between Q.93b and Q.2931 a number of 
changes were made to do with the way that signalling messages are delivered. 
This necessitated a separate version of the ATM Forum standard, which was 
released as V3.1. The two ATMF standards are not compatible. 
UNI 4.0 has also been released. This brings the ATMF signalling subset closer 
to Q.2931. 
 
All signalling within ATM is carried over a standard reserved channel: VPI=0, 
VCI=5. Since the intention of the operators is that ATM should function in much 
the same way as the telephone network currently does, SVCs do not re-establish 
themselves in the event of a network failure. Since all the cells 
relating to an ATM SVC travel the same route throughout a session, loss of the 
circuit will mean loss of the connection, and it will have to be reset manually. 
Signalling is separately defined for use across the UNI (Q.2931, UNI 3.0, UNI 
3.1, UNI 4.0) and for use at the NNI for setting up the calls (PNNI). 
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13.1 Signalling Control Functions 
Just as in setting up a telephone connection, there is a series of distinct 
phases: 

• Lift the handset 
• Wait for dialling tone 
• Dial the number 
• Network establishes circuit 
• Distant end answers 
• Transfer information 
• Clear down 

There are similar procedures in ATM. 
 
Before data can be passed, a path needs to be set up through the network 
using the same concepts as in a telephone call but with many additional 
parameters. 
 
A set-up request is generated by the source (calling party) and propagates 
through the network, setting up the connection as it goes, until it reaches the 
called party. 
 
The routing protocols route the call based on a number of parameters, 
including the destination address, the bandwidth required (forward and 
backward) and the QoS requested. 
 
The called party or the network can choose to accept or reject the call, since 
the call set-up is based on fixed parameters and the scope for negotiation 
between parties is very limited. 
 

• Establishing a virtual circuit 
• Status report for a virtual circuit 
• Maintaining a virtual circuit 
• Clearing a virtual circuit 

 

13.2 Address Formats 
Work is still proceeding on defining the most effective addressing structures for 
use in ATM. Below are listed three formats that are used in private networks. 
The carriers have already declared their intent to use E.164 addresses. 
 
AESA  
The preferred term for an ATM address is ATM End System Address (AESA). 
It was decided that existing address formats would be used, in particular 
Network System Access Point (NSAP) addresses. It is important to realise that 
when used in this manner the address does not identify a Network SAP. Only 
the NSAP address syntax is employed. In spite of this they are commonly 
referred to as NSAP addresses. 
 
DCC ATM Address Format 
Authority Format Indicator (AFI) = 39 
Data County Code (DCC) 
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ICD ATM Address Format 
Authority Format Indicator (AFI) = 47 
International Code Designator (ICD) 
 
NSAP Encapsulated E. 164 Address Format 
Authority Format Indicator (AFI) = 45 
E.164 - An E.164 format (telephone) number 
 
General  
Domain Specific Part (DSP) 
End System (or Station) Identifier (ESI) 
Sel Selector 
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13.3 Call Set-up 
A call set-up message is sent by the calling party into the network to initiate a 
connection. It is also passed from the network to the called party to initiate the 
connection. Assuming successful call establishment, the called party will 
respond with a connect message. 
 
In the case of the Plain Old Telephone System (POTS) the only piece of 
information required to set up a connection was the address of the called party; 
everything else could be taken for granted. Today with ATM we need to specify 
a list of characteristics that the network must support, for example, the quality 
of service (QoS). 
 
Some of the parameters in the set-up message are pertinent to the network 
itself and others to the destination. For example, what form of clock recovery 
needs to be implemented at the destination (this is of no consequence to the 
network). 
 

 
 

 
 
 
 
 
13.4 Call Release 
The release message can be sent by either party to clear down the connection. 
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If one party clears, then the network will send a clear message to the other 
party. The network may also initiate the clear-down if, for example, a network 
failure occurs, or in the absence of traffic for a pre-determined time period. 
 
A release message can be issued by either party to terminate the call at each 
stage of the connection. The release will eventually arrive at the 'other end' 
where the user can be notified and any local resources released. 
 

 

 
 
 
 
 
 
 
 
 
 
13.5 Point-to-Multipoint Connections 
Multipoint connections are a feature of ATM networks. They are used in all LAN 
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techniques. They will be a most important feature of broadcast networks such 
as those providing video on demand. 
The process of setting up a point-to-multipoint connection involves first of all 
setting up a point-to-point connection. It must be specified that this connection 
is to be multipoint (This must be done as multipoints are uni-directional.) 
Once the initial point-to-point is set up additional destinations (leaves) can be 
added. There are two alternative mechanisms that can be used here: 

• Send a request to the root (the originator of the original point-to-point) 
• With signalling version 4.0 issue a Leaf Initiated Join (LIJ) request to the 

network. 
In the case of LIJ, the root does not necessarily know of the existence of the 
new leaf. This is problematic: how does the potential leaf identify the 
connection to which it wants to be added? The answer is by the use of a 
Globally Unique Connection Identifier (GUI) and a server which can allocate 
GUIs to the required cell stream. 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

14. The Traffic Contract 
The traffic contract is the sum total of all the parameters required to define the 
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characteristics of a connection. The contract includes an indication of how the 
network is to verify that the user does not use more resources than were 
requested at set-up time. The contract consists of a series of requirements that 
are encoded for transmission to the network at the ingress switch to the 
network (this includes a value of required bandwidth and delay). 
 
The call set-up is the longest message in ATM signalling, for it is at the set-up 
stage that the network will pass across all the necessary details of the call, 
based on the agreed traffic contract. The set-up message carries the 
destination 20-byte ATM addresses, plus the basic bandwidth parameters 
forward and reverse, and the QoS class. The set-up message may also carry 
the source ATM address. 
 
The Connection Admission Control (CAC) algorithm of the switch will then 
assess the network in the light of the request, before allowing the connection to 
proceed to set-up. Passing the local CAC check is no guarantee that the 
connection will be successfully set up. 
 
The ingress switch will retain a copy of the pertinent parameters (such as PCR, 
SCR and MBS - covered in detail in a later chapter) and will use this 
information to check that the connection stays within its contracted bounds (a 
policing function). 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

15. UNI Signalling 
Recall that the user-network Interface (UNI) is that point between the end-point 
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ATM equipment and the first ATM switch. 
 
There have been several versions of the UNI specification, defined by the ATM 
forum: UNI 2.0, UNI 3.0, UNI 3.1 and UNI 4.0 (also known as Sig 4.0). Of these 
specifications UNI 2.0 supports only PVCs, while the latter three versions also 
support SVCs. 
 
An important point to note is that UNI version 3.1 and later versions are not 
backwards compatible with UNI version 3.0. 
As ATMF signalling (from UNI 3.1 onwards) was aligned with the ITU-T Q.2931 
signalling standard we will now examine the Q.2931 standard. 
 

 

Q.2931 Signalling Format 
Signalling under ATM consists of joining together a variety of basic building 
blocks containing the necessary information. These building blocks are known 
as information elements (IEs) and each element has a standard 4-byte header 
followed by the IE content. 
Message Types: 
 
Call Establishment 
CALL PROCEEDING 
CONNECT 
CONNECT ACKNOWLEDGE 
SETUP 
 
Call Clearing 
RELEASE 
RELEASE COMPLETE 
RESTART 
RESTART ACKNOWLEDGE 
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Miscellaneous  
STATUS 
STATUS ENQUIRY 
 
Point-Multipoint 
to-ADD PARTY 
ADD PARTY ACKNOWLEDGE 
ADD PARTY REJECT 
DROP PARTY 
DROP PARTY ACKNOWLEDGE 
 
Information Elements 
A call set-up message has up to 19 separate IEs, although not all are used. 
Information elements such as AAL parameters and calling party number are 
optional. While some, such as traffic descriptor, called party number and 
broadband bearer capability, are mandatory. 
The IEs used in setting up point-to-point or point-to-multipoint calls are listed 
here. 
 

 

 
 
 
 
 
 
15.1 Signalling Packet 
The signalling packet is the 'unit of exchange' between the signalling entities. 
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This packet passes in both directions across an interface. The packet is made 
up of a series of information elements. 
 
An information element contains values for a single parameter or a set of 
related parameters. For example, one element passes the Peak Cell Rate 
(PCR), Sustained Cell Rate (SCR) and Maximum Burst Size (MBS) - two sets, 
one for each direction. These parameters are clearly related. Another IE carries 
the called party address. 
 
Signalling packets are always acknowledged. They may be several hundred 
octets long in order to fully describe the user requirements. 
 

 

 
 
 
 
 
 
 
 
15.2 Called Party Number (IE Example) 
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An IE is a clearly defined set of parameters. An IE may contain a single 
parameter or several related parameters. For example, one IE contains all of 
the PCR, SCR and MBS values for each direction of the connection. Each IE 
has a code, of 8 bits, that identifies which IE it is. There is also a length field 
that specifies how long the IE is. Given the IE length the next IE can be located 
from the length field. There is an IE that specifies 'sending complete' to indicate 
the end of message. 
 
The fact that the identifier field is only 8 bits would seem to restrict the protocol 
to 256 different IEs. Although this may seem large, provision has been made to 
extend it indefinitely. This is done by an IE that specifies a 'shift' rather like the 
case shift on a keyboard. After shift, the next IE will be interpreted from a 
different list. 
 
Each IE is decoded in the message and Connection Admission Control will 
examine it before attempting a connection set-up. 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

15.3 PNNI Overview 
Although the PNNI specification has been issued for use in private networks, 
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PNNI proves to be sufficiently scalable and robust to be used in public 
networks. It is likely that the official NNI signalling standard, when it is 
eventually released, will be strongly based on PNNI. 
 

 

PNNI Targets 
PNNI targets are: 

• To distribute the topology of the ATM network among all participating 
switches 

• To operate at both the node-to-node and network-to-network interface 
• To allow for scalability by the creation of groups of switches 
• To allow very large scale network(s) to form groups within groups 

(hierarchy) 
• To allow switches to build routing tables from the topological information. 

(UNI 3.1, UNI 4.0) To allow switches to create 'Transit Lists' to the 
destination in response to ATM signalling (a form of source routing), thus 
allowing for QoS 

• To allow for ‘crankback’ to the last confirmed point and a search for an 
alternative route 

• To interface with Connection Admission Control to accept ATM call set-up 
on end-to-end route confirmation 

 
PNNI Standards 
PNNI is an interface specification that uses a Link State process for the 
distribution of routing information. 
 
The ATM Forum standard is P-NNI version 1.0 af-pnni-0055.000 March 1996. 
Error corrections issued as af-pnni-0081.000 July 1997. 
 
PNNI supersedes an earlier version from December 1994 called Interim Inter 
Switch Protocol (IISP). This is sometimes referred to as PNNI phase 0. 

15.4 PNNI Base Level 
Shown opposite is an example of an ATM network that would be suitable for 
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PNNI. This diagram illustrates 20 ATM switches and the physical 
interconnections. 
 
Without PNNI each switch would need to maintain a complete picture of the 
entire network, including switches, ports, links, end points and QoS capabilities. 
 
Node identities  
All ATM switch ports have an ATM address of 20 bytes. The first 13 bytes are 
normally fixed for each switch, while the final 7 bytes are the physical address 
of the attached device (6 bytes, referred to as the MAC address) plus the 
selector field which is one byte. 
 
If this address arrangement is not the case, then for PNNI purposes each 
switch can be configured with an address of up to 19 bytes long. 
 
In the example used in this course, we have only shown the last few hex digits 
of an ATM address. 
 
47.009181000000006170530118.00400BFF0013.00 
47.009181000000006170510139.00400BFF0013.00 
 

 
 
 
 
 
 
 
 
 
 

15.5 PNNI Groups 
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Forming Groups 
On start-up, PNNI nodes send 'hello' packets on all interfaces to discover 
neighbours. As part of this process, neighbouring nodes exchange their ID 
numbers. In this example, a 13-digit match is required. 
All nodes with matching numbers form a logical peer group using the matching 
digits as a group identifier, for example, group number 202. 
Nodes with at least one link terminating at a switch in a 'foreign' group are 
considered 'Border Nodes'. 
 
Information Exchange 
Nodes within a group exchange and relay information about link status 
including virtual bandwidth, availability and next hop. A reliable transport 
mechanism is used to ensure that all nodes ultimately share the same 
database. 
 
 
 

 
 

 
 
 
 
15.6 Peer Group Leader 
As part of this process the nodes within a group select a group leader based on 
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a configured priority number, or by selecting the node with the lowest address. 
 
Group leaders establish logical connections with each other and exchange a 
summary of information about their groups. 
 
 
 

 
 

 
 
 
 
 
 
 
 
 
15.7 PNNI Logical Network 
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Summarised View 
The network, viewed from the perspective of a group leader, will appear to 
have the topology as shown in the diagram. 
Of course, locally, a group leader will retain the detailed view of its own group 
including border nodes and therefore 'real' links to neighbouring groups. 
 
Node's-eye View 
Group leaders pass this logical network map to the members of their own 
group. Each PNNI node, therefore, has a detailed description of its own group 
and a logical map on how to get to any other group. 
Note that all end-station addresses begin with the address sequence that 
matches the group to which they are attached. 
 

 

 
15.8 PNNI Operation 
Refering to the diagram opposite we see that the end-station to the left of the 
diagram is directly connected to switch 10126. When a UNI signalling request 
comes in from the end-station on reserved channel 0,5 its contents will be 
analysed within the switch. 
 
The switch first performs a Connection Admission Control (CAC) algorithm 
which determines whether or not the switch has the resources necessary to 
handle the incoming call. A Generic Connection Admission Control (GCAC) is 
then performed. This GCAC algorithm determines whether or not the switches 
between the source and destination can handle the call. The first switch 
(10126) cannot perform a full CAC on the switches to the destination, as it only 
has a summarised view of the network. 
 
Following the GCAC algorithm, the switch prepares a Designated Transit List 
(DTL) which is an entire route through the network for the signalling request. 
 
This DTL is added onto the call set-up message and sent to the next node 
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along the intended signalling route. 
 

 
 

 
15.9 PNNI Designated Transit List 
Operation  
An end-user wishing to establish an ATM call to a remote station issues a 
signalling call set-up request to its attached switch (following the rules of UNI 
3.0, 3.1 or 4.0 as appropriate). This signal call contains destination information 
plus QoS parameters as required. 
 
The switch will consult its database and construct a transit list of the groups that 
this call should be routed through, given the current network status and load 
factor. 
 
Note: as network conditions change, switches issue a link state update which 
propagates through the network. As virtual bandwidth is committed to calls, 
less bandwidth may now be available in a group. 
 
Using a Transit List 
PNNI signalling (based on UNI signalling) will traverse the network setting up 
the call hop by hop, attempting to follow the transit list. 
On receiving the request, each node along the path selects the best route 
through its own group to the next group in the list and so on. 
 
Crankback  
In a dynamic environment such as a switched ATM network, conditions may 
change faster than PNNIs can keep up to date. 
For example: if it is found, when a request reaches a switch along the plotted 
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route, that all remaining bandwidth has just been committed to another call then 
PNNI can ‘crank back’ the request to the last node/group and attempt an 
alternate path. 
If necessary, crankback can run back the whole way to the originating switch. 
 
Confirmation  
On successfully establishing an end-to-end connection (all interfaces having 
passed the CAC), a 'call confirm' is passed to the originator and 
communications can now begin. 
 

 

15.10 PNNI Packets 
 
Standard Header 
There are many types of packet used for the PNNI protocol. However, they all 
start with a standard layout header. 
 
The supported version field indicates to a neighbour which earlier versions of 
PNNI can be supported, if different from the current version. This assists in 
future proofing the PNNI protocol. 
 
PNNI Signalling Packets 
The format of PNNI signalling packets is based on UNI 4.0 (Q.2931) with 
additions to cater for the transit lists and crankback. 
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16. ATM Switching Nodes 
The basic switching node comprises a set of interfaces for input and output 
connections, a switching fabric and a set of software functions. 
The interface cards contain a buffer for input and output traffic. This buffer acts 
as a scheduler that selects which cells are to be placed upon the output media. 
The fabric is the high-speed component that moves cells from input buffer to 
output buffer. 
Software entities include the signalling stack. The signalling stack includes 
functions to handle signalling across the UNI and the NNI (for public or private 
internal inter-node signalling). Management software is also located here: ILMI, 
configuration software and MIB structures. 
Other elements may be present, such as feature processors to provide 'other' 
functionality (for example, a connectionless server to handle the set-up of 
SMDS 'connections'). 
 

 
16.1 ATM Switch Fabric Architectures 
The actual structure of the fabric is still the subject of intense research. There 
are, however, several 'classic' designs worth mentioning. Four of those designs 
are shown opposite. 
 
Shared bus  
A shared bus architecture provides a high-speed bus with an arbitration 
mechanism. All traffic shares a single bus. As such, the bus is an obvious 
bottleneck. This design has been successfully used in practice, but modern 
switches tend not to use this design. In the early days this was a popular 
choice, given that designers knew a lot about the design and building of bus 
structures (arbitration schemes etc.). The design is for small-scale switches. 
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Crosspoint  
The crosspoint is also a widely used design. Again, the theory of crosspoints 
was well defined before the advent of ATM. The architecture does not scale 
well (the number of crosspoints grows exponentially with the number of inputs). 
We find this design in small to medium switches. 
 
Shared memory 
Shared memory is well defined and widely implemented as a fabric design. The 
design allows the easy segregation of different traffic classes. As the memory 
grows, however, control grows in complexity and at about 65 thousand cells of 
storage, there is a need to move from 16-bit to 32-bit processing. The design 
works well and is found in small to medium switches. 
 
Delta  
Large-scale design moves into parallel paths and internal paths that are not 
shared. The generic name for these fabrics is Delta. Delta implies that the 
switching is performed in small increments. As a cell propagates across the 
fabric its destination (output port) is defined in small incremental steps. In this 
configuration 'self-routing' fabrics emerge in cases where the cell finds its own 
way to the output port. 
Many other designs exist with exotic names, such as Knockout, Monty-Carlo 
and Starlight, all with interesting features. 

 

 
16.2 Buffers and Buffering 
Buffering can occur at the input, at the output and inside the fabric. 
Input buffers tend to be small as the rate at which traffic arrives is entirely 
defined by the rate of the interface (line rate). 
Output buffers need to be larger as several inputs could be simultaneously 
directing cells to a single output (n x 155 does not fit into 155). 
Output buffering may be implemented as part of the shared memory 
architecture where several queues can be created, one for each service 
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category. With several queues, preference can be given to the CBR queue over 
the VBR queue. In extreme cases, we can provide one queue per connection 
and implement a very refined prioritisation scheme. 
 

 
 
16.3 Blocking/Non-Blocking 
Blocking is a term that appears in many guises. The two of most interest here 
are head-of-line and blocking in the fabric. 
 
Head-of-Line Blocking (HOL) 
HOL blocking can occur when high-priority traffic is introduced to a queue that 
already contains traffic of a lower priority. In this case the high-priority traffic 
has to wait. Given that the high-priority traffic (for instance, voice traffic) may be 
delay-sensitive, this could be a problem. It may be possible to 'jump the queue' 
but determining the correct place in the queue and subsequently moving the 
other cells can be difficult in practice. 
A better solution is to use several queues with one queue per service category 
or one queue per connection, although this is expensive. 
An output interface includes some form of scheduling process. The scheduler 
preferentially takes cells from high-priority (low-delay) queues. This means that 
CBR can get preference over VBR/ABR/UBR etc. 
 
Blocking in the Fabric 
Blocking can occur in the fabric (in all architectures) when a resource that is in 
use internally is required by another cell. The most obvious case would be a 
shared bus where everything has to wait for the current cell to transmit the bus 
before anything else happens. In a delta switch, two cells may be contending 
for the same output of a switching element. All designs minimise the probability 
of blocking. The easiest way to solve the problem is to increase the fabric 
speed. 
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If the switch has 32 ports all rated at 155 Mbit/s, then a shared memory with a 
throughput of 5 Gbit/s (32 x 155 m) is able to handle the simultaneous arrival of 
a cell at each input. 
 
Notice that if several inputs are directing their cells to the same output, then the 
output will have to buffer or lose cells. 
Vendors like to claim that their switch is non-blocking if the simple calculation 
above is true, that is: fabric speed = n x line rate. However, this may not 
actually be an issue. 

 

 
 
17. Internetworking IP and ATM 
In running IP over ATM some important internetworking issues must be 
overcome. 
IP is a network layer protocol, that is, it can’t be run ‘on the wire’. It has to be 
run ‘over’ something. In this case IP is running over ATM. In the LAN, IP is 
usually run over Ethernet. It is worth noting the following in relation to IP and 
ATM: 

• IP is connectionless, while ATM is connection orientated. Consequently 
ATM uses signalling protocols to set up connections. IP, since it is 
connectionless, has no need of signalling. 

• Both IP and ATM have routing protocols, that is protocols that update each 
node running them about the structure of the network. IP routing protocols 
(such as OSPF, RIP, BGP) are incompatible with ATM routing protocols 
such as PNNI. 

• Finally IP and ATM addresses are completely different. An ATM address 
does not contain an IP address. If one is supplied solely with an ATM 
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address of a particular component then one cannot deduce that 
component’s IP address directly from the ATM address. 

 
The methods we will discuss for running IP over ATM are: 

• Classical IP over ATM 
• Local Area Network Emulation 
• Multiprotocol over ATM 
• Multiprotocol Label Switching 

You should note that this chapter contains only a brief overview of what is an 
extremely large and complex area. 
 
 
 
 
 
 
 
 

 
 

17.1 Classical IP over ATM (CLIP) 
An address resolution problem occurs when you run IP over traditional ATM. 
IP traffic defines its intended destination with an IP address. In an ATM 
network, ATM signalling protocols need to know the ATM address of the 
destination that they are connecting to. Therefore, a means of translating IP 
addresses to ATM addresses is required in order that the ATM edge device can 
signal up a connection across the ATM network and traffic can flow. 
 
Classical IP over ATM 
Classical IP over ATM, (CLIP) is a method specified by the Internet 
Engineering Task Force (IETF) for running IP over ATM. The original 
specification is RFC 1577, which is available from the IETF’s Web site at the 
following web address: www.ietf.org 
CLIP is similar in concept to the Domain Name System (DNS), in that it 
translates address from one form into another. In this case IP addresses need 
to be translated into ATM addresses. 
This address translation is achieved through the use of an ATM Address 
Resolution Protocol (ARP) server. This ATM ARP server maintains a table of IP 
addresses and their corresponding ATM address. The operation of CLIP is 
described below. 
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CLIP Operation 
1. On start-up, each ARP client contacts the ATMARP server and registers 
both its IP address and ATM address. 
2. The server writes these entries into its ARP table. Entries are timed out 
after 15 minutes, but only after the server sends an ARP to the client and 
receives no reply. 
3. When a client wishes to forward an IP packet, the ARP server is used to 
translate the IP address to an ATM address. The ATM address can then 
be used to set up a connection. Once the connection is established it can 
be re-used until it times out. Furthermore, the connection can be re-established 
afterwards, using the local cache, without using the ATMARP 
server. 
 
CLIP only operates within the confines of an IP subnet, termed a logical IP 
subnet (LIS). It is termed a ‘logical’ IP subnet as the subnet may just be a small 
part of a much larger ATM network. 
CLIP is termed ‘Classical’ IP over ATM as the ‘Classical’ model of IP routing is 
preserved. In IP routing, packets wishing to go from one subnet to another 
must go through a router. This is also the case with CLIP. CLIP sees ATM 
merely as the underlying transmission technology, it does not take advantage 
of any of ATM’s more advanced features. 
CLIP is an OSI layer three or routing solution. This contrasts directly with the 
next topic LANE, which is a layer 2 or bridging solution. 
Classical IP over ATM, as suggested in its title, is a method for running IP over 
ATM (that is, IP only). Multiprotocol solutions are discussed in later sections. 
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Glossary 
 
AAL ATM Adaptation Layer. A collection of standardised protocols that provide 

services to higher layers by adapting user traffic to a cell format. 
The AAL is divided into the Convergence Sublayer (CS) and the Segmentation 
and Reassembly (SAR) sublayer. 

 
AAL1  AAL Type 1. Protocol standard used for the transport of Constant Bit Rate 

(CBR) traffic (for example, audio and video) and for emulating TDM-based 
circuits (for example, DS1, E1). 

 
AAL2  AAL Type 2. Protocol standard for supporting Variable Bit Rate connections 

which are time-dependent (VBR-RT). Examples of these are packetised video 
and audio. 

 
AAL3/4  AAL Type 3 and 4. Protocol standard for supporting both connectionless and 

connection-oriented Variable Bit Rate (VBR) traffic. Used also to support 
SMDS. 

 
AAL5  AAL Type 5. Protocol standard for supporting the transport of Lightweight 

Variable Bit Rate (VBR) traffic and signalling messages. Also used to support 
Frame Relay services. 

 
ABR  Available Bit Rate. One of the two 'best effort' service types (the other one is 

UBR), where the network gives no absolute guarantee of cell delivery. However 
the network guarantees a minimum bit rate for user transmission. An effort is 
also made to keep cell loss as low as possible. 

 
Access Rate The bit per second (bps) rate at which a user can transmit over the network's 

lines. 
 
ACK  Acknowledgement. A message that acknowledges the reception of a 

transmitted packet. ACKs can be separate packets or piggybacked on reverse 
traffic packets. 

 
ACR  Allowed (or Available) Cell Rate. The available bandwidth, in cells per second 

for a given QoS class. The available bandwidth is dynamically controlled by 
the network. 

 
Adapter Card A hardware card that provides the interface between the computer (DTE) 

and the physical network circuit (see also NIC). 
 
AIR  Additive Cell Rate. The cell rate a source can transmit after increasing its rate 

by the RIF. 
 

AIS  Alarm Indication Signal. One of the OAM function types used for fault 
management (see also CC, RDI). 
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ANSI  American National Standards Institute. A US technology standards 
organisation. 

API  Application Programming Interface. A set of functions used by an application 
program as a means to provide access to a system's (for example, operating, 
communications) capabilities. 

 
ARP  Address Resolution Protocol. A TCP/IP protocol used for resolving local 

network addresses by mapping a physical address (i.e. a MAC address) to an 
IP address. 

 
Asynchronous Asynchronous transmission. A method of acquiring synchronisation on a 

per-byte basis. Start and stop bits are used as delimiters. 
 
Asynchronous transfer An efficient method of transmitting information where time slots 

are used on a demand basis (ATDM, ATM) rather than on a time basis (TDM, 
STM). 

 
ATDM  Asynchronous Time-Division Multiplexing. An asynchronous and intelligent 

TDM where time slots are allocated on demand (dynamically) to the users. 
 
ATMMIB  ATM MIB. IETF-defined Management Information Base (MIB) for managing 

VP/ VC links and ATM PVC-supported services and interfaces. 
 
ATM  Asynchronous Transfer Mode. A broadband switching and multiplexing, 

connection-oriented, high-performance and cost-effective integrated 
technology for supporting B-ISDN services (i.e. multimedia). Since no clock 
control is necessary it is called asynchronous (see also STM). Information is 
transmitted at very high rates (up to hundreds of Mbps) in fixed-size packets 
called cells. Traffic streams are distinguished and supported according to 
different QoS classes. 

 
ATM CSU/DSU  ATM Channel/Data Service Unit. A device that converts information bits 

(for example, bits transmitted over the telephony network) or frame-based 
information into (or from) a stream of ATM cells (see CSU, DSU, DXI). 

 
ATM Forum Originally founded by a group of vendors and telecommunication companies, 

this formal standards body is comprised of various committees responsible for 
making recommendations and producing implementation specifications. 

 
ATM Layer The second layer of the ATM protocol stack model. This layer constructs and 

processes the ATM cells. Its functions also include Usage Parameter Control 
(UPC) and support of QoS classes. 
 

ATM-SAP  ATM-Service Access Point. The physical interface at the boundary between the 
AAL and the ATM layer (see also SAP, PHY-SAP). 

 
Average Cell Rate The mean number of cells that the source can inject into a network over 

a given virtual connection (VC). 
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Average Cell Transfer Delay The arithmetic average of a number of cell transfer delays 
(CTD). See also Mean Cell Transfer Delay. 

 
BASize  Buffer Allocation Size. A 1-byte field in the CPCS-PDU header that indicates to 

the receiving end the buffer space that needs to be reserved for reassembling 
the CPCS-PDU. 

 
BEC  Backward Error Correction. An error-correction scheme where the sender 

retransmits, on the basis of the feedback from the receiver, any data found to 
be in error. 

 
Best Effort  A QoS class in which no specific traffic parameters and no absolute guarantees 

are provided. 'Best effort' includes UBR and ABR (see also service types). 
 
B-ICI  Broadband Inter-Carrier Interface. An interface that supports service 

connections (such as CRS, CES, SMDS, FR) across public ATM networks and/ 
or carriers. 

 
B-ISDN  Broadband Integrated Services Digital Network. A protocol platform introduced 

by the ITU-T to support the integrated, high-speed transmission of data, audio 
and video in a seamless fashion. ATM emerged as a suitable transport 
standard for B-ISDN. 

 
BOM  Beginning of Message. A PDU that constitutes the beginning of a message. 
 
BRI  Basic Rate Interface. An ISDN service specification that provides two 64-kbps 

data B-channels and one 16-kbps control D-channel, all sharing the same 
physical medium. 

 
BT  Burst Tolerance. Burst tolerance (measured in seconds) is equivalent to MBS 

(measured in cells). Burst tolerance, which is used only for VBR, is employed 
as a measure (leaky bucket parameter) for conformance checking of the SCR. 

Burstiness  A source traffic characteristic that is defined as the ratio of the peak cell rate 
(PCR) to the average cell rate. It is a measure of the inter-cell spacing (see also 
MBS). 

BUS  Broadcast and Unknown Server. A server that forwards multicast, broadcast 
and unknown-destination address traffic to the attached LECs. 

 
BW  Bandwidth. Transmission capacity of a communications medium. 
 
CAC  Connection Admission Control. An ATM function which determines whether a 

virtual circuit (VC) connection request should be accepted or rejected. 
 
CAT-3  Category 3 Unshielded Twisted. A type of UTP commonly used with ATM 

interfaces for cell transmission at low speeds, 25-50 Mbps and at distances up 
to 100 meters. 

 
CAT-5  Category 5 Unshielded Twisted Pair. A type of UTP commonly used with ATM 

interfaces for higher-speed cell transmission (more than 50 Mbps) 
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CBR  Constant (or Continuous) Bit Rate. One of the five ATM classes of service. 
CBR supports the transmission of a continuous bit-stream of information where 
traffic, such as voice and video, needs to meet certain QoS requirements (see 
also QoS Classes). 

 
CC  Continuity Cell. A cell used periodically to check whether a connection is idle or 

has failed (for example, at the cross-connect nodes), in order to guarantee a 
continuation in the flow of the information cells. Continuity checking is one of 
the OAM function types used for fault management (see also AIS, RDI). 

 
CCITT  Consultative Committee on International Telegraphy and Telephony. A 

standards and specifications body whose published recommendations cover a 
wide spectrum of areas which include definition of terms, basic principles and 
characteristics, protocol design, description of models and other specifications. 
Currently known as ITU-T. 

 
CCR  Current Cell Rate. A field in the RM cell header that indicates the current 

complying cell rate a user can transmit over a virtual connection (VC). 
 
CDV  Cell Delay Variation. A QoS parameter that measures the difference between a 

single cell's transfer delay (CTD) and the expected transfer delay. It gives a 
measure of how closely cells are spaced in a Virtual Circuit (VC). CDV can be 
introduced by ATM multiplexers (MUXs) or by switches. 

 
CDVT  Cell Delay Variation Tolerance. Used in CBR traffic. CDVT specifies the 

acceptable tolerance of the CDV (jitter). 
 
Cell  Basic ATM transmission unit. It is a 53-byte packet, consisting of a 5-byte 

header and a 48-byte payload. User traffic is segmented into cells at the source 
and reassembled at the destination. 

Cell header The 5-byte ATM cell header contains control information regarding the 
destination path and flow control. More specifically it contains the following 
fields: GFC, VPI, VCI, PT, CLP and HEC. 

 
Cell Layer Same as ATM Layer. 
 
CER  Cell Error Rate. A QoS parameter that measures the fraction of transmitted 

cells that are erroneous (that have errors when they arrive at the destination). 
 
CES  Circuit Emulation Service. An ATM-provided class of service, where TDM-type, 

constant-bit-rate (CBR) circuits are emulated by the AAL1. 
 
CI  Congestion Indication. A bit in the RM cell to indicate congestion (it is set by the 

destination if the last cell received was marked). 
 
CIF  Cell Information Field. The payload (48 bytes) of an ATM cell. 
 
CIR  Committed Information Rate. A term used in Frame Relay. CIR defines the 

information rate the network is committed to providing to the user, under any 
network conditions. 
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Circuit emulation A virtual-circuit (VC) service offered to end-users where the 
characteristics of an actual, digital bit-stream (for example, video traffic) line are 
emulated (for example, a 2 Mbps or 45 Mbps signal). 

 
Classical IP IETF-defined protocols for developing IP over ATM networks so that common 

IP applications (for example, FTP, Telnet, SMTP, SNMP) can be supported in 
an ATM environment. The main issues in the transport of IP over ATM are 
packet encapsulation and address resolution. 

 
CLP  Cell Loss Priority. A 1-bit field in the ATM cell header that corresponds to the 

loss priority of a cell. Lower priority (CLP = 1) cells can be discarded under 
congestion situations. 

CLR  Cell Loss Ratio. A QoS parameter that gives the ratio of the lost cells to the 
total number of transmitted cells. 

 
CMR  Cell Misinsertion Rate. A performance measure that is defined as the number 

of misinserted cells (those that arrive from the wrong source) per (virtual) 
connection second. 

 
CMIP  Common Management Information Protocol. An ITU-T-defined management 

interface standard that can support administration, maintenance and operation 
information functions (see also OAM&P). 

 
CO  Central Office. Premises of a carrier service provider where customer lines (i.e. 

telephone lines) are multiplexed and switched to other COs. 
 
Connection-oriented See Connection-oriented Network. 
 
Connectionless Network Communications service where packets are transferred from 

source to destination without the need of a pre-established connection. 
Examples are IP and SMDS (see also datagram). 

 
Connectionoriented Network Communications service where an initial connection 

between the end points (source and destination) has to be set up. Examples 
are ATM and Frame Relay (see also virtual circuit VC). 

 
Congestion Control A resource and traffic management mechanism to avoid and/or 

prevent excessive situations (buffer overflow, insufficient bandwidth) that can 
cause the network to collapse. There are various congestion control methods 
(see also flow control). 

 
COM  Continuation of Message. A PDU that is part of a message. 
 
COS  Class of Service. See QoS Classes. 
 
CPCS  Common Part Convergence Sublayer. Part of the AAL convergence sublayer 

(CS). It has always to be present in the AAL implementation. Its task is to pass 
primitives to the other AAL sublayers (SAR, SSCS). It supports the functions of 
the standardised Common Part AALs: AAL1, AAL3/4 and AAL5. 
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CPE  Customer Premises Equipment. Computer and communications equipment 
(hardware and software) used by a carrier's customer and located at the 
customer's site (see also DTE). 

 
CPI  Common Part Indicator. A one-byte field in the header of the CPCS-PDU in 

AAL3/4. The CPI indicates the number of bits the BASize field contains. 
 
CRC  Cyclic Redundancy Check. A bit-error detection technique that employs a 

mathematical algorithm, which calculates on the basis of the transmitted bits, a 
value which it attaches to the information bits in the same packet. The receiver, 
using the same algorithm, recalculates that value and compares it to the value 
received. If the two values do not agree the transmitted packet is then 
considered to be in error. 

 
CRM  Cell Rate Margin. A measure of the residual useful bandwidth for a given QoS 

class, after taking into account the SCR. 
 
CRS  Cell Relay Service. A bearer service offered to the end-users by an ATM 

network that delivers (transports and routes) ATM cells. 
 
CS  Convergence Sublayer. The upper half of the AAL. CS is divided into two 

sublayers, the Common Part (CPCS) and the Service Specific (SSCS). It is 
service dependent and its functions include manipulation of cell delay variation 
(CDV), source clock frequency recovery, and forward error correction (FEC). 
Though each AAL has its own functions, in general the CS defines the services 
and functions needed for conversion between ATM and non-ATM protocols 
(see also SAR). 

CSF  Cell Switch Fabric. See Switch Fabric. 
 
CS-PDU Convergence Sublayer Protocol Data Unit. The PDU used at the CS for 

passing information between the higher layers and the SAR, where the 
information is converted into cells. 

 
CSR  Cell Missequenced Ratio. A performance measure that is defined as the 

number of missequenced cells (those that arrive in the wrong order) per 
(virtual) connection second. 

 
CSU  Channel Service Unit. Equipment at the user end that provides an interface 

between the user and the communications network. CSU can be combined 
with DSU in the same device (see DCE) 

 
CTD  Cell Transfer Delay. A QoS parameter that measures the average time for a 

cell to be transferred from its source to its destination over a virtual connection 
(VC). It is the sum of any coding, decoding, segmentation, reassembly, 
processing and queuing delays. 

 
Datagram  A packet transport mode where packets are routed independently and may 

follow different paths. Thus there is no guarantee of sequence delivery (see 
also VC) 
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DCE  Data Circuit-terminating Equipment. or Data Communications Equipment. 
Device at the user end, typically a modem or other communications device. 
The DCE acts as an access point to the transmission medium. 

 
DQDB  Distributed Queue Dual Bus. The IEEE 802.6 standard is a MAN protocol 

based on 53-byte packets. DQDB can support connectionless and connection-
oriented, isochronous integrated services. It is implemented as two 
unidirectional buses configured in a physical ring topology. 

 
DS-0  Digital Signal 0. Physical interface for digital transmission at the rate of 64 

kbps. 
 
DS-1  Digital Signal 1. Physical interface for digital transmission at the rate of 1.544 

Mbps. Also known as a T-1 standard, DS-1 can simultaneously support 24 DS-
0 circuits. 

 
DS-2  Digital Signal 2. Physical interface for digital transmission at the rate of 6.312 

Mbps. 
 
DS-3  Digital Signal 3. Physical interface for digital transmission at the rate of 44.736 

Mbps. 
 
DSU  Data Service Unit. Equipment at the user end that acts as a telephony-based 

interface between low-rate (for example, 56 kbps) services and higher rate 
circuits. 

 
DTE  Data Terminal Equipment. The host computer (PC or workstation) that provides 

the end-user with access to a communications network. The DTE is connected 
to a DCE which performs signalling (see also CPE). 

 
DXI  Data Exchange Interface. A frame-based ATM interface between a DTE (such 

as a router or a local switch) and a DCE. DXI interfaces to the ATM UNI and 
has been chosen by the ATM Forum as an affordable solution for providing 
ATM capabilities over WAN. 

 
E-1  European Digital Signal 1. European standard for digital physical interface at 

2.048 Mbps. 
 
E-3  European Digital Signal 3. European standard for digital physical interface at 

34.368 Mbps. It can simultaneously support 16 E-1 circuits. 
 
E-4  European Digital Signal 4. European standard for digital physical interface at 

139.264 Mbps. 
 
E.164  An 8-byte address format defined by the ITU-T. In ATM E.164 is typically used 

in public networks and is provided by the telecommunication carriers, while 20-
byte NSAP format addresses are used within private networks. 
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EFCI  Explicit Forward Congestion Indication. A 1-bit field in the PTI that indicates 
whether congestion at an intermediate node has been experienced. The EFCI 
bit is set when, for example, a buffer threshold has been exceeded. 

 
ELAN  Emulated LAN. A LAN, with an ATM backbone, which is running LAN 

emulation, is known as an emulated LAN. See LAN Emulation. 
 
ENR  Enterprise Network Round-table. An ATM Forum-associated group of ATM 

users to provide feedback on ATM-related issues and also present the users 
with completed interoperable capabilities and functionality. 

 
ER  Explicit Rate. An RM cell header field that specifies the cell rate a user should 

use for transmission over a virtual connection (VC), as it is dictated by the RM 
(see also CCR). 

 
ETSI  European Telecommunications Standards Institute. European body that 

corresponds to ANSI. ETSI is involved in providing and adapting standards for 
European telecommunications. 

 
FDDI  Fibre Distributed Data Interface. An ANSI-defined standard for implementing a 

high-speed (100 Mbps) LAN over fibre. 
 
FDM  Frequency-Division Multiplexing. A technique that allows for the channel 

bandwidth of a circuit to be subdivided into many little channels (one per traffic 
stream). 

 
FEC  Forward Error Correction. An error correction technique where there are no 

retransmissions and, therefore, the receiver is responsible for correcting any 
errors in the packets. 

 
Flow Control A method used for congestion avoidance and traffic regulation in networking. 

There are three techniques: window-based control, where a sliding window is 
used to determine how many cells can be transmitted during a predefined 
period; rate-based control, where the rate at which the source can transmit is 
monitored and controlled; and credit-based control, where a source can 
transmit a cell if there is a credit available. CAC is also part of the flow control. 

 
Forum  In this case it is the ATM Forum. 
 
FR  Same as Frame Relay. 
 
Frame Relay A packet-switching technology used to provide very reliable packet delivery 

over virtual circuits (VC). Some of the concepts used in Frame Relay have 
been incorporated in ATM networks. 

 
FRM  Fast Resource Management. A form of network management for allocating 

resources (buffers, bandwidth) dynamically. 
 
FTP  File Transfer Protocol. A protocol used for transferring files between different 

machines across a network. 
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Gbps  Gigabits per second. Transmission speed or rate of a thousand million bits per 
second. 

 
GCRA  Generic Cell Rate Algorithm. A reference model proposed by the ATM Forum 

for defining cell-rate conformance in terms of certain traffic parameters. It is 
usually referred as the Leaky Bucket algorithm (see also Traffic Shaping). 

 
GFC  Generic Flow Control. A 4-bit field in the ATM cell header used to support 

multiplexing functions. Its default value is '0000' when the GFC protocol is not 
enforced. The GFC mechanism is intended to support simple flow control in 
ATM connections. 

 
GFR  Guaranteed frame rate (GFR) is a service category. Its aim is to carry entire 

frames, such as IP or Frame Relay frames, across the ATM network. This is in 
contrast to other service categories which deliver only a specified cell rate, 
GFR delivers a specified frame rate. 

 
GUI  Graphical User Interface. 
 
HEC  Header Error Check or Header Error Control. A 1-byte field in the cell header 

used for the header error correction and detection. HEC is quite significant 
because of the information contained in the header. 

 
HOL  Head-of-Line. The head position in a buffer (i.e. inside a switch). A blocking 

phenomenon, associated with the HOL, refers to the fact that cells in the queue 
have to wait for the HOL cell to be processed first. This could lead to important 
traffic (e.g. CBR) being queued behind less important traffic (e.g. VBR-NRT). 

 
HSSI  High Speed Serial Interface. An interface between CSU/ DSU and DXI. 
 
ICR  Initial Cell Rate. The rate that a source is allowed to start up at following an idle 

period. It is established at connection set-up and is between the MCR and the 
PCR. 

 
IE  Information Element 
 
IEEE  Institute of Electrical and Electronic Engineers. A standards and specification 

organisation with extensive activities in the areas of computers and electronics. 
 
IETF  Internet Engineering Task Force. A body which was initially responsible for 

developing specifications required for the interoperable implementation of IP. 
One of the issues IETF has been focusing on is the implementation of Classical 
IP over ATM. 

 
IISP  Interim Interswitch Signalling Protocol. A protocol that uses UNI-based 

signalling for switch-to-switch communication (see also NNI). 
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ILMI  Interim Local Management Interface. An ATM Forum-defined Network 
Management System (NMS), based on SNMP, that can provide configuration, 
performance and fault management information concerning virtual circuit (VC) 
connections available at its UNI (public and private). It operates over AAL3/4 
and AAL5 and will be eventually replaced once it has been standardised by 
ITU-T. 

 
IME  The ILMI requires a management entity at each end of the interface. The UNI 

Management Entity (IME) acts as the server to the network management 
station client, and performs all necessary communications tasks via AAL5 and 
ATM cells. The IME also controls access to the MIB. 

IP  Internet Protocol. A networking protocol that provides a connectionless 
(datagram) service to the higher transport protocol. IP is responsible for 
discovering and maintaining topology information and for routing packets 
across homogeneous or heterogeneous networks. Combined with TCP, it is 
commonly known as the TCP/IP platform. 

 
IPX  A protocol similar to IP that was developed by Novell. 
 
ISDN  Integrated Services Digital Network. An early, CCITT-adopted protocol 

reference model aimed at providing a ubiquitous, end-to-end, interactive, digital 
service for data, audio and video. 

 
Isochronous Refers to the fact that a time slot can be divided into equal-size mini slots 

allocated to different channels for synchronous transmission of information 
(used in DQDB). 

 
ITU-T  International Telecommunications Union-Telecommunications Standards 

Sector. A formal international standards, specifications and recommendations 
body, formerly known as CCITT. ITU-T is part of the International 
Telecommunications Union (ITU) founded in 1948 and sponsored by the UN to 
promote telephone and telegraphy issues. 

 
IXC  Inter-Exchange Carrier. A public switching network carrier that provides 

connectivity across and between LATAs. 
 
Jitter  The Cell Delay Variation (CDV). 
 
JPEG  Joint Photographic Experts Group. A standard developed for encoding, 

transmitting and decoding still images. 
 
Kbps  Kilobits per second. Transmission speed or rate of one thousand bits per 

second. 
 
LAN  Local Area Network. A high-speed network that interconnects PCs, terminals, 

workstations, servers, printers and other peripherals over short distances 
(usually within the same floor or building). Various LAN standards have been 
developed, with Ethernet as the most widely used. 

 
LANE  Same as LAN Emulation. 
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LAN Emulation A technique that specifies the interfaces and protocols needed for 
providing LAN-supported functionality and connectivity in an ATM environment, 
so that legacy protocols can be interoperable with the ATM protocols, interfaces 
and devices. 

 
LATA  Local Access and Transport Area. Geographically defined telecommunication 

areas, within which a local carrier can provide communications services (see 
also LEC, IXC). 

 
Leaky Bucket A flow-control algorithm, where cells are monitored to see if they comply with 

The connection parameters. Non-conforming cells are either tagged (as 
violators) or dropped from the network. The analogy is taken from a bucket 
(memory buffer) with a hole in its bottom that allows the fluid (cells) to flow out 
at a certain rate (see also GCRA, traffic contract, UPC). 

 
LE  Same as LAN Emulation. 
 
LE-ARP  LAN Emulation ARP. The ARP used in LAN Emulation for binding a requested 

ATM address to the MAC address. 
 
LEC  LAN Emulation Client. The task of a LEC, which is typically located in an ATM 

end system (for example, ATM host, LAN switch), is to maintain address 
resolution tables and forward data traffic. It is uniquely associated with an ATM 
address. 

LEC  Local Exchange Carrier. An intra-LATA communication services provider. 
 
LES  LAN Emulation Server. A server which provides support for the LAN emulation 

address resolution protocol (LE-ARP). The LECs register their own ATM and 
MAC addresses with the LES. An LES is uniquely identified by an ATM 
address. 

 
LAN Emulation Service A technical workgroup appointed by the ATM Forum to address 

LAN Emulation. 
 
LECS  LAN Emulation Configuration Server. A server whose main function is to 

provide configuration information to an LEC (such as the ELAN it belongs to or 
its LES). 

 
LENNI  LAN Emulation Network Node Interface. Same as LNNI. 
 
LI  Length Indicator. A 6-bit field in the AAL3/4 SAR-PDU trailer that indicates the 

number of bytes in the SAR-PDU that contain CPCS information. 
 
LIS  This IP subnet, is termed a logical IP subnet, as the subnet may just be a small 

part of a much larger ATM network. 
 
LLC Logical Link Control. The upper half of the Data Link Layer in LANs. LLC 

performs error control, broadcasting, multiplexing and flow control functions 
(see also MAC). 
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LMI  Local Management Interface. An ITU-T-defined interface that provides an ATM 
end-system user with network management information (see also ILMI). 

 
LNNI  LAN Emulation Network Node Interface. Specifies the NNI operation between 

the LANE servers (LES, LECS, BUS). 
 
LSP  In MPLS, ATM connections, termed Label Switched Paths (LSPs), are set up in 

response to topology changes. This means that once a Label edge router 
learns about the existence of a destination, it uses LDP to signal up a 
connection to that destination. 

 
LUNI  LAN Emulation User Network Interface. Specifies the UNI between a LEC and 

the network providing the LAN Emulation. 
 
MAC Medium Access Control. A set of protocols that make up (the lower) part of the 

Data Link Layer and form the basis of the IEEE LAN specifications. Generally, 
MAC determines the way devices can transmit in a broadcast network (see 
also LLC). 

 
MAN  Metropolitan Area Network. A term to describe a network that provides regional 

connectivity within a metropolitan area (such as a city). Although the 
terminology varies, MANs typically are larger than LANs and smaller than 
WANs. 

 
Mbps  Megabits per second. Transmission speed or rate of one million bits per 

second. 
 
MBS  Maximum Burst Size. A traffic parameter that specifies the maximum number of 

cells that can be transmitted at the peak rate (PCR). 
 
MCDV  Maximum Cell Delay Variation. As the name suggests, MCDV is the maximum 

CDV over a given QoS class. 
 
MCLR  Maximum Cell Loss Ratio. As the name suggests, MCLR is the maximum CTD 

over a given QoS class, defined for CBR and VBR traffic and for cells with CLP. 
 
MCR  Minimum Cell Rate. A parameter that gives the minimum rate at which cells can 

be transmitted by a source over a virtual connection (VC). 
 
MCTD  Maximum Cell Transfer Delay. As the name suggests, MCTD is the maximum 

CTD over a given QoS class. 
Mean Cell Transfer Delay The average of the processing, queuing and propagation 

delays. 
 
MIB  Management Information Base. A data structure that defines objects for 

referencing variables such as integers and strings. In general, it contains 
information regarding a network's management and performance, for example, 
traffic parameters (see also ILMI, AToMMIB). 
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MID  Multiplex Identification. A 10-bit field in the AAL3/4 SAR-PDU header for 
identifying the different CPCS-PDUs multiplexed over the same VCC. 

 
MIN  Multistage Interconnection Network. A switch fabric built from switching 

elements organised in series and/or in parallel. MIN provides physical 
connections between the inputs and the outputs of a switch. 

 
MPEG  Motion Picture Experts Group. A video technology standard that specifies the 

digital encoding, transmission and decoding protocols, capable of presenting 
VCR quality motion video. 

 
MPLS  Multiprotocol label switching is an IETF forwarding standard, which describes a 

methd of integrating IP and ATM more closely through label swapping. An IP & 
ATM switch (an MPLS switch) consists of ATM hardware with MPLS software. 
The software is IP addressing, IP routing and the Label distribution protocol. 

 
MPOA  Multiprotocol Over ATM. A set of standards to support (distributed) routing 

protocols other than IP. Developed on top of LANE and NHRP it will support 
switches, route servers and hosts all attached to an ATM network. 

 
MR  Mean Rate. Same as Average Cell Rate. 
 
Multimedia A means of presenting to the user a combination of different forms of 

information such as text, data, images, video, audio, graphics (for example, 
videoconference). 

Multiprotocol Encapsulation Multiprotocol Encapsulation over ATM provides for higher 
protocols, such asIP, to perform bridging and routing functions over an ATM 
network. 

 
MUX  Multiplexer. A networking local device in which multiple streams of information 

are combined so that they can share a common physical medium. 
 
NDIS  Network Driver Interface Specification. Generic name for an NIC device driver, 

which is independent of any hardware or software implementation. 
 
NHRP  Next Hop Resolution Protocol. A protocol proposed for use in ATM address 

resolution based on Classical IP. If an address request cannot be served by a 
node, it is forwarded to the next server node on the path to the destination until 
finally the ATM-IP address mapping can be accomplished. This allows ATM-IP 
address resolution to be accomplished between logical IP subnets. 

 
NIC  Network Interface Card or Controller. The hardware communications interface 

(circuit board) required for the DTE (workstation, PC) to access the network 
(same as Adapter Card). 

 
N-ISDN  Narrowband Integrated Services Digital Network. Predecessor to the B-ISDN, 

N-ISDN encompasses the original standards for the ISDN. 
 
NMS  Network Management System. Set of OAM&P functions for setting the required 

hardware and software parameters used in managing a network. 
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NNI  Network Node Interface (or Network-to-Network Interface). ITU-T-specified 
standard interface between nodes within the same network. The ATM Forum 
distinguishes between two standards, one for private networks called P-NNI 
and one for public networks known as public NNI. 

 
NPC  Network Parameter Control. Traffic management mechanism exercised (at the 

NNI) by a network in relation to traffic received by another network. 
 
NSAP  Network Services Access Point. In the OSI environment it is the SAP between 

the network and the transport layers which identifies a DTE by a unique 
address. 

 
OAM  Operations and Maintenance. Set of administrative and supervisory actions 

regarding network performance monitoring, failure detection and system 
protection. Special-type cells are used to carry OAM-related information. 

 
OAM&P  Operations, Administration, Maintenance and Provisioning. A set of network 

management functions and services that interact to provide the necessary 
network management tools and control. 

 
OC-n  Optical Carrier-n. ITU-T-specified physical interface used for transmission over 

optical fibre at n times 51.84 Mbps (for example, OC-3 is at 155.52 Mbps, OC-
12 at 622.08 Mbps, OC-48 at 2.488 Mbps). 

 
Octet  8 bits or one byte. 
 
OSI  Open Systems Interconnection. The OSI Reference Model introduced by the 

International Organisation for Standardisation (ISO) consists of 7 layers, each 
specifying the protocols and functions required for two nodes to communicate 
using the underlying network infrastructure (physical medium, switches, 
routers, bridges, multiplexers and intermediate nodes). 

 
OSIRM  Open Systems Interconnection Reference Model. See OSI. 
 
Payload  Part of the ATM cell, it contains the actual information to be carried. It occupies 

48 bytes (see also PTI). 
 
PBX  Private Branch Exchange. A circuit switch that connects telephones, terminals 

or other equipment and provides access to the public telephone system. 
 
PC  Priority Control. A congestion-control function that uses the CLP bit to perform 

priority queuing and scheduling actions. 
 
PCR  Peak Cell Rate. A traffic parameter that gives the maximum rate at which cells 

can be transmitted. It is calculated as the reciprocal of the minimum inter-cell 
interval (time between two cells) over a given virtual connection (VC). PCR is 
an RM cell-header field that indicates the maximum acceptable ER. 

 
PDH  Plesiochronous Digital Hierarchy. A hierarchy that refers to the DS-0, DS-1, 

DS-2 and DS-3 interfaces for digital transmission. Originally developed to 
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efficiently carry digitised voice over twisted pair. 
 
PDU  Protocol Data Unit. Term originally used in the OSI model to describe the 

primitive passed across different layers. The PDU contains header, data and 
trailer information. Also known as message. 

 
Peak Duration A source traffic characteristic that gives the duration of a transmission at 

the peak cell rate (PCR). It is equivalent to the burst length (in cells). 
 
PHY  Physical Layer. The bottom layer of the ATM protocol reference model. PHY is 

subdivided into two sublayers, the Transmission Convergence (TC) and the 
Physical Medium (PM). It provides the ATM cell transmission over the physical 
interfaces that interconnect the ATM devices. 

 
PHY-SAP  Physical Layer Service Access Point. The physical interface at the boundary 

between the PHY and the ATM layers (see also SAP, ATM-SAP). 
 
PL  Physical Layer. See PHY. 
 
PLCP  Physical Layer Convergence Protocol. A protocol that specifies a TC mapping 

of ATM cells to DS-3 frames. 
 
PM  Physical Medium. One of the two PHY sublayers. PM provides bit timing and 

the actual bit transmission over the physical medium. 
 
PMD  Physical Medium Dependent. Same as PM. 
 
P-NNI  Private Network Node Interface. The NNI used in private networks. 
 
P-UNI  Private User Network Interface The UNI used between a user and a private 

network. 
 
PRI  Primary Rate Interface. An ISDN specification that provides twenty-three 64-

kbps B-channels and one 64-kbps D-channel intended for use over a single 
DS1 or an E-1 line. 

 
Private Network A communications network, owned by a private organisation and typically 

comprised of dedicated circuits between DTEs and other devices (multiplexers, 
switches, routers), where bandwidth is dedicated (see also PVN, Public 
Network,). 

 
PT  Payload Type. See PTI. 
 
PTI  Payload Type Identifier. A 3-bit cell header field for encoding information 

regarding the AAL and EFCI. 
 
Public Network A communications network where users have shared access to the 

network resources. Network services are usually provided by common carriers 
(for example, telephone companies) (see also Private Network). 
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PVC  Permanent (or Provisioned) Virtual Connection. A virtual connection (VPC/ 
VCC), provisioned by the network management system (NMS), for indefinite 
use in an ATM network (see also SVC). 

 
Permanent Virtual Circuit A virtual connection, established by network management, 

between an origin and a destination that can be left up permanently (used in 
X.25 and FR protocols). 

 
Q.93B  Currently called Q.2931. 
 
Q.931  ITU-T Recommendation for specifying the UNI signalling protocol in N-ISDN. 
 
Q.933  ITU-T Recommendation for specifying the UNI signalling protocol in Frame 

Relay. 
 
Q.2110  ITU-T Recommendation for specifying the UNI SSCOP. 
 
Q.2130  ITU-T Recommendation for specifying the UNI SSCF. 
 
Q.2931  ITU-T Recommendation derived from both Q.931 and Q.933 to provide SVC 

specifications and standards. 
 
QoS  Quality of Service. A term which refers to the set of ATM performance 

parameters that characterise the traffic over a given virtual connection (VC). 
These parameters include the CLR, CER, CMR, CDV, CTD and the average 
cell transfer delay. 

 
QoS Classes Quality of Service Classes. Five service classes are defined by the ATM 

Forum in terms of the QoS parameters. Class 0 refers to 'best effort' service. 
Class 1 specifies the parameters for circuit emulation, CBR (uncompressed) 
video and VPN. AAL1 supports this kind of connection-oriented service. 
Class 2 specifies the parameters for VBR audio and video. AAL2 supports this 
delay-dependent, connection-oriented class. 
Class 3 specifies the parameters for connection-oriented data transfer. AAL3/4 
and mostly AAL5 support this delay-independent class of service. 
Class 4 specifies the parameters for connectionless data transfer. AAL3/4 or 
AAL5 can be used to support this class. 

 
RBOC  Regional Bell Operating Company. Local service telephone companies that 

resulted from the break-up of AT&T. 
 
RDI  Remote Defect Indication. One of the OAM function types used for fault 

management (see also AIS, CC). 
 
RDF  Rate Decrease Factor. A factor by which a source should decrease its 

transmission rate if there is congestion (see also RIF). 
 
RFC  Request for Comment. Draft documents that contain proposed standards and 

specifications. RFCs, which contain these proposals, are either approved or 
just archived as historical 
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RIF  Rate Increase Factor. A factor by which a source can increase its transmission 
rate if the RM cell indicates that there is no congestion. 

 
RM  Resource Management The management of critical network resources, such 

as bandwidth and buffers, at the node level. A value of 6 is reserved in the PTI 
to indicate an RM cell. 

 
Routing  A network management function responsible for forwarding the packets from 

the source to their destination. There are numerous algorithms that satisfy 
various network topologies and requirements. 

 
RSVP  ReSerVation Protocol. A protocol developed to support different QoS classes in 

IP applications (such as videoconferencing and multimedia). 
 
RTT  Round-Trip Time. The round-trip time between a source and a device, such as 

a switch. 
 
SAAL  Signalling AAL Service-specific parts of the AAL protocol responsible for 

signalling. Its specifications, being developed by ITU-T, were adopted from N-
ISDN. 

 
SAP  Service Access Point. The physical interface between the layers in the OSI 

model. Lower layers provide services to the higher layers through this interface 
by sending Product Data Units (PDUs). 
Subnetwork Attachment Point. The unique address maintained by a 
subnetwork for each of the DTEs attached to it. 

 
SAR  Segmentation and Reassembly. The lower half of the AAL. SAR inserts the 

data from the information frames into the cell. It adds any necessary header or 
trailer bits to the data and passes the 48-octet payload to the ATM layer. Each 
AAL type has its own SAR format. At the destination, the cell payload is 
extracted and converted to the appropriate PDU (see also CS) . 
 

SAR-PDU  Segmentation and Reassembly Protocol Data Unit. The 48-octet PDU that the 
SAR sublayer exchanges with the ATM layer. It comprises the SAR-PDU 
payload and any control information that the SAR sublayer might add. 

 
SCR  Sustainable Cell Rate. A traffic parameter that characterises a bursty source 

and specifies the maximum average rate at which cells can be sent over a 
given virtual connection (VC). SCR can be defined as the ratio of the MBS to 
the minimum burst er-arrival time. 

 
SDH  Synchronous Digital Hierarchy. A hierarchy that designates signal interfaces for 

very high-speed digital transmission over optical fibre links (see also SONET). 
 
SEAL  Simple Efficient Adaptation Layer. The original name and recommendation for 

AAL5. 
SECBR  The Severely Errored Cell Block Ratio (SECBR) is defined as the number of 

severely errored cell blocks over the total transmitted cell blocks, where a cell 
block is the number of user cells transmitted between successive O&M cells 
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Service Types There are four service types: CBR, VBR, UBR and ABR. CBR and VBR are 
guaranteed services while UBR and ABR are described as 'best effort' 
services. 

 
SIG  SMDS Interest Group. An industry forum active in producing specifications in 

the area of SMDS. It has also participated in some of the ATM Forum activities. 
 
SIR  Sustained Information Rate. A flow control mechanism used in SMDS. 
 
SMDS  Switched Multimegabit Digital Service. A connectionless, MAN service, based 

on 53-byte packets, aimed at the interconnection of different LANs into a 
switched public network. 

 
SMTP  Simple Mail Transfer Protocol. The protocol standard developed to support 

electronic mail (e-mail) services. 
 
SN  Sequence Number. Part of the header of the SAR-PDU (2 bits in AAL1, 4 bits in 

AAL3/4). SN is used as a sequence counter for detecting lost, out-of-sequence 
or misinserted SAR-PDUs. 

 
SNA  Systems Network Architecture. A host-based network architecture introduced 

by IBM. In SNA, logical channels are created between end-points. 
 
SNMP  Simple Network Management Protocol. An IETF-defined standard for handling 

management information. It is normally found as an application on top of the 
user datagram protocol (UDP). 

 
SNP  Sequence Number Protection. A 4-bit field in the header of the AAL1 SAR-

PDU. This field contains the CRC and the parity bit fields. 
 
SONET  Synchronous Optical Network. An ANSI-defined standard for high-speed and 

high-quality digital optical transmission. It has been recognised as the North 
American standard for SDH. 

 
SPANS  Simple Protocol for ATM Network Signalling. A protocol, supported by FORE 

Systems switches, that provides SVC tunnelling capability over a PVC network. 
 
SPVC  Soft, Switched or Semi-Permanent Virtual Connection. A PVC-type connection 

where SVCs are used for call set-up and (automatic) rerouting. SPVC is also 
called smart PVC. 

 
SS7  Signalling System Number 7. A common channel signalling standard 

developed by CCITT. SS7 was designed to provide the internal control and 
network intelligence needed in ISDNs. 

 
SRTS  Synchronous Residual Time Stamp Clocking (SRTS) is a method of clock 

information transfer, used to convey information from one end of the 
connection to the other about the frequency difference between a common 
reference clock, such as that derived from SDH, and the service clock on the 
ATM switch interface. 
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SSCF  Service Specific Co-ordination Function. Part of the SSCS portion of the SAAL. 
Among other functions, SSCF provides a clear interface for relaying user data 
and providing independence from the underlying sublayers (see also SSCOP). 

SSCOP  Service Specific Connection-Oriented Protocol. Part of the SSCS portion of the 
SAAL. SSCOP is an end-to-end protocol that provides error detection and 
correction by retransmission and status reporting between the sender and the 
receiver, while it guarantees delivery integrity (see also SSCF). 

SSCS  Service Specific Convergence Sublayer. One of the two components of the 
Convergence Sublayer (CS) of the AAL that is particular to the traffic service 
class to be converted. SSCS has been developed to support certain user 
applications such as LAN Emulation, transport of high-quality video and 
database management. 

SSM  Single Segment Message. A message that constitutes a single PDU. 
 
ST  Segment Type. A 2-bit field in the SAR-PDU header that indicates whether the 

SAR-PDU is a BOM, COM, EOM or SSM. 
 
STDM  Statistical Time-Division Multiplexing. Same as ATDM. Synchronous Time-

Division Multiplexing. A TDM scheme where the interleaved time slots are 
preassigned to the users. 

 
STM  Synchronous Transfer Mode. A packet switching method where time is divided 

in time slots assigned to single channels during which users can transmit 
periodically. Basically, time slots denote allocated (fixed) parts of the total 
available bandwidth (see also TDM). 

 
STM-1  Synchronous Transport Module-1. An ITU-T-defined SDH physical interface for 

digital transmission in ATM at the rate of 155.52 Mbps. 
 
STM-n  Synchronous Transport Module-n. An ITU-T-defined SDH physical interface for 

digital transmission in ATM at n times the basic STM-1 rate. There is a direct 
equivalence between the STM-n and the SONET STS-3n transmission rates. 

 
STP  Shielded Twisted Pair. Two insulated copper wires twisted together and 

wrapped by a protective shield (see also UTP). 
 
STS-1  Synchronous Transport Signal-1. SONET signal standard for optical 

transmission at 51.84 Mbps (see also OC-1). 
STS-n  Synchronous Transport Signal-n. SONET signal format for transmission at n 

times the basic STS-1 signal (for example, STS-3 is at 155.52 Mbps). 
 
SVC  Switched Virtual Connection. 

A connection that is set up and taken down dynamically through signalling (see 
also PVC). 

Switched Virtual Circuit A connection where control signalling is used to establish and 
tear it downdynamically. Examples are the telephone system, ISDN, X.25. 
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Switch, ATM An ATM device responsible for switching the cells. There is a range of ATM 
switch architectures, which can be classified according to various aspects (for 
example, buffering, switch matrix, interconnection design, division 
multiplexing). 

 
Switch Fabric The central functional block of the ATM switch. The switch fabric is 

responsiblefor buffering and routing the incoming cells to the appropriate output 
ports. 

 
T1  A TDM digital channel carrier that operates at a rate of 1.544 Mbps. Known 

also as a repeater system, it is often referred as DS-1. 
 
T3  A TDM digital channel carrier that operates at 44.736 Mbps. It can multiplex 28 

T1 signals. The term is often used to refer to DS-3. 
 
TAXI  Transparent Asynchronous Transmitter/Receiver Interface. An interface that 

provides connectivity over multi-mode fibre links at a speed of 100 Mbps. 
 
TC  Transmission Convergence. One of the two PHY sublayers that is responsible 

for adapting the ATM cells into a stream of bits to be carried over the physical 
medium (see also PM). 

 
TCS  Transmission Convergence Sublayer. Same as TC. 
 
TCP  Transmission Control Protocol. A standardised transport protocol developed for 

interconnecting IP-based networks. Operating on top of IP (the combination is 
known as TCP/IP), it is responsible for multiplexing sessions, error recovery, 
end-to-end reliable delivery and flow control. 

 
TCP/IP  A protocol platform, known also as the Internet protocol suite, that combines 

both TCP and IP. Widely used applications, such as Telnet, FTP and SMTP 
interface to TCP/IP. 

 
TDJ  Transfer Delay Jitter. See CDV. 
 
TDM  Time-Division Multiplexing. A technique for splitting the total bandwidth (link 

capacity) into several channels to allow bit streams to be combined 
(multiplexed). The bandwidth allocation is done by dividing the time axis into 
fixed-length slots; a particular channel can then transmit only during a specific 
time slot. 

Telnet  An asynchronous, virtual terminal protocol that allows for remote access. 
 
TM  Traffic Management. Means of providing connection admission (CAC), 

congestion and flow control (for example, UPC, traffic shaping). 
Traffic Contract An agreement between the user and the network management agent 

regarding the expected QoS provided by the network and the user's compliance 
with the pre-determined traffic parameters (for example, PCR, MBS, burstiness, 
average cell rate). 
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Traffic Descriptors A set of parameters that characterise the source traffic. These are the 
PCR , MBS, CDV and SCR. 

 
Traffic Shaping A method for regulating non-compliant traffic (for example, traffic that 

violates the traffic parameters, such as PCR, CDV, MBS as specified by the 
traffic contract) (see also GCRA). 

 
UBR  Unspecified Bit Rate. One of the 'best effort' service types (the other one is 

ABR). Realistically, no traffic parameters are specified by the source, so, no 
actual quality commitment is made by network management. 

 
UDP  User Datagram Protocol. A connectionless transport protocol without any 

guarantee of packet sequence or delivery. It functions directly on top of IP. 
 
UME  UNI Management Entity. Software at the UNIs for providing the ILMI functions. 
 
UNI  User-Network Interface. The interface - defined as a set of protocols and traffic 

characteristics (e.g. cell structure) - between the CPE (user) and the ATM 
network (ATM switch). The ATM Forum specifications refer to two standards 
being developed, one between a user and a public ATM network, called public 
UNI and one between a user and a private ATM network called P-UNI. 

 
UNI 2.0  ATM Forum UNI specification for the physical (PHY) and the ATM layers, the 

ILMI, OAM (traffic control) and PVC support. 
 
UNI 3.0  An upgrade of UNI 2.0, with additional features such as traffic control for PCR 

and operation over current transmission systems. 
 
UNI 3.1  A corrected version of UNI 3.0. This specification also includes SSCOP 

standards. 
 
UNI 4.0  This UNI specification refers to signalling issues in ABR and VP, and QoS 

negotiation. 
 
UPC  Usage Parameter Control. A form of traffic control that checks and enforces 

user's conformance with the traffic contract and the QoS parameters. 
Commonly known as traffic policing, it is performed at the UNI level. 

 
UTOPIA  Universal Test & Operation Physical Interface. An interface to provide 

connectivity at the PHY level among ATM entities. 
 
UTP  Unshielded Twisted Pair. A twisted pair (copper) wire without any protective 

sheathing, used for short-distance wiring (for example, in a building). There are 
two UTP categories specified by the ATM Forum for cell transmission: 3 (CAT-
3) and 5 (CAT-5). 

 
VBR-RT Variable Bit Rate - Real Time. One of the service types for transmitting traffic 
that depends on timing information and control, and which is characterised by 
the average and peak cell rates. It is suitable for carrying traffic such as 
packetised (compressed) video and audio. 
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VBR-NRT  Variable Bit Rate - Non-Real Time. One of the service types for transmitting 
traffic where timing information is not critical and which is characterised by the 
average and peak cell rates. It is well-suited for long data packet transfers. 

 
Virtual Channel See VC. 
 
VC  Virtual Channel. A term to describe unidirectional flow of ATM cells between 

connecting (switching or end-user) points that share a common identifier 
number (VCI). 

 
Virtual Connection A connection established between end-users (source and destination), 

where packets are forwarded along the same path and bandwidth is not 
permanently allocated until it is used. 

 
Virtual Circuit A connection set up across the network between a source and a 

destination where a fixed route is chosen for the entire session and bandwidth 
is dynamically allocated (see also datagram). 

 
VCC  Virtual Channel Connection. Defined as a concatenation of virtual channel 

links. 
 
VCI  Virtual Channel Identifier. A 16-bit value in the ATM cell header that provides a 

unique identifier for the virtual channel (VC) that carries that particular cell. 
 
VF  Variance Factor. It is the CRM normalised by the variance of the total cell rate. 
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